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Abstract—Power has become a key constraint in nanoscale integrated circuit
design due to the increasing demands for mobile computing and higher integration
density. As an emerging computational paradigm, an inexact circuit offers a
promising approach to significantly reduce both dynamic and static power
dissipation for error-tolerant applications. In this paper, an inexact floating-point
adder is proposed by approximately designing an exponent subtractor and
mantissa adder. Related operations such as normalization and rounding are also
dealt with in terms of inexact computing. An upper bound error analysis for the
average case is presented to guide the inexact design; it shows that the inexact
floating-point adder design is dependent on the application data range. High
dynamic range images are then processed using the proposed inexact
floating-point adders to show the validity of the inexact design; comparison results
show that the proposed inexact floating-point adders can improve the power
consumption and power-delay product by 29.98 and 39.60 percent, respectively.
Index Terms—Inexact circuits, floating-point adders, low power, error analysis,
high dynamic range image
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1

INTRODUCTION

WITH advancement and development of innovative digital integrated circuits, power consumption has dramatically increased;
power has become a key design constraint due to the high demand
for mobile computing and higher integration density. Traditional
designs apply fully accurate computing to all types of applications;
however, error-tolerant applications involving human intervention
(such as image processing) do not require full accuracy. So, it is
possible to perform computation with inexact circuits; in these
cases, inexact computing [1] is an attractive approach to save
power and area, while achieving improved performance compared
to accurate designs.
The arithmetic unit is the core of a processor, and its power
largely determines the power of the whole processor. Recent
research on inexact fixed-point adders has shown that inexact
processing hardware with a relative error of 7.58 percent can be
nearly 15 times more efficient in terms of speed, area and energy
product than an accurate chip [2]. Inexact chips are smaller,
faster and consume less energy. Although fixed-point arithmetic
circuits have been studied in terms of inexact computing [2], [3],
[4], [5], [6], [7], [8], floating-point (FP) arithmetic circuits are significantly more power hungry and they have not been fully
considered for inexact computing. The FP format offers a high
dynamic range for computationally intensive applications; FP
adders and multipliers are commonly used in DSP systems.
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However, its application to embedded DSP systems is limited
due to the high power consumption.
A low power design of an FP multiplier was investigated by
Tong et al. [9]; this design involves the truncation of hardware and
a reduction of the bit width representation of the FP data. A probabilistic FP multiplier was proposed by Gupta et al. [10] mostly
as an energy efficient design. A lightweight FP design flow using
bit-width optimization was proposed for low power signal processing applications [11]. Low precision FP numbers have also been
used for MP3 decoding to reduce memory utilization and power
consumption [12]. However, to the best of the authors’ knowledge,
there has been no research to date on an inexact FP adder design.
In this paper, adder designs are studied as a starting point for
inexact FP arithmetic; several inexact adder designs are proposed
and assessed for application to high dynamic range images. The
upper bound error due to the inexact design is analyzed for the
average case to guide the design of inexact FP adders. A subjective
visual difference predictor metric is used to measure the results of
image addition; moreover, a procedure is introduced for designing
inexact FP arithmetic circuits.
This paper is an extension of previous research by the authors
in [13]; it improves on [13] as follows: (1) The design of the inexact
FP adder is discussed in more detail. (2) An upper bound error
analysis is conducted for the average case to guide the inexact
design of the FP adders and the error from each inexact part is analyzed. (3) The validity of the case studies is further illustrated
based on the error analysis. (4) Detailed HDR-VDP metrics (including both overall visibility and quality) are used to further illustrate
the design results.
This paper is organized as follows. Section 2 provides background on FP arithmetic and an exact FP adder architecture.
Section 3 presents the design of the inexact FP adders. Section 4
analyzes the upper bound errors introduced by the inexact designs
for FP formats of different precision for the average case. The proposed inexact design procedure is introduced in Section 5. Section 6
shows the application of the proposed FP adders to high dynamic
range images. Finally, a conclusion is provided in Section 7.

2
2.1

BACKGROUND
Floating-Point Format

The FP format typically contains a sign bit, the exponent and the
mantissa fields (commonly represented as a string from left to
right). It offers a higher dynamic range than a fixed-point format to
represent real numbers. However, the FP hardware is both more
complex and consumes significant power.
The most commonly used standard for the FP format is the IEEE
754-2008 [14]. There are basic and extended types that are supported by this standard: half precision (16 bits), single precision
(32 bits), double precision (64 bits), extended precision (80 bits)
and quad precision (128 bits). A general IEEE FP format is shown
in Fig. 1. The exponent part has a bias of 2E-1-1, where E is the number of exponent bits. The single precision and double precision formats are mostly used in today’s computers.
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2.2

Floating-Point Adder Architecture

A generic FP adder architecture includes hardware blocks for
exponent comparison, mantissa alignment, mantissa addition, normalization and rounding of the mantissa (shown in Fig. 2 and
detailed in [15]). Two operands are first unpacked from the FP format, and each mantissa is added to the hidden ‘1’ bit. The addition
of FP numbers involves comparing the two exponents and adding
the two mantissas; the exponents are first evaluated to find the
larger number. The mantissas are then swapped according to
the exponent comparison; they are then aligned to have an equal
exponent prior to the addition in the mantissa adder. Following

0018-9340 ß 2015 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission.
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Fig. 1. General IEEE 754 FP format.

the addition, normalization shifts are required to restore the result
to the IEEE standard format. The normalization is completed by
left shifting with a number of leading zeros; therefore, leading zero
detection is a key step for normalization. Rounding the normalized
result is the last step before storing back the result; special cases
(such as overflow, underflow, and not a number) are also detected
and represented by flags.
Fig. 3. The revised LOA adder structure.

3

DESIGN OF INEXACT FLOATING-POINT ADDERS

The inexact design of an FP adder originates at an architectural
level (Fig. 2). It consists of designing both the mantissa adder and
exponent subtractor by using approximate fixed-point adders. At
the same time, related logic including the normalizer and the
rounder should also be considered according to the inexact mantissa and exponent parts. The circuit level inexact designs are discussed in detail in the following sections.

3.1

Exponent Subtractor

The exponent subtractor is used for exponent comparison and can
be implemented as an adder. An inexact fixed-point adder has
been extensively studied and can be used in the exponent adder;
inexact adders such as lower-part-OR adders (LOA) [3], approximate mirror adders [4], approximate XOR/XNOR-based adders
[5], and equal segmentation adders [6], [7] can be found in the literature. For a fast FP adder, a revised LOA adder is used, because
it significantly reduces the critical path by ignoring the lower
carry bits.
A k-bit LOA consists of two parts, i.e., an m-bit exact adder and
an n-bit inexact adder (Fig. 3). The m-bit adder is used for the m
most significant bits of the sum, while the n-bit adder consists of
OR gates to compute the addition of the least significant n bits (i.e.,
the lower n-bit adder is an array of n two-input OR gates). In the
original LOA design, an additional AND gate is used for generating the most significant carry bit of the n-bit adder; in this work, all
carry bits in the n-bit inexact adder are ignored to further reduce
the critical path.
The exponent is dominant in the FP format, because it determines the dynamic range. The approximate design of the exponent

subtractor must be carefully considered due to its importance in
the number format. The results of the addition are significantly
affected by applying an approximate design to only a few of the
least significant bits of the exponent subtractor under a small data
range (as studied in Section 4).

3.2

Mantissa Adder

The revised LOA adder can also be used in the mantissa adder
for an inexact design. Compared to an exponent subtractor, the
mantissa adder offers a larger design space for inexact design,
because the number of bits in the mantissa adder is significantly
larger than the exponent subtractor. As shown in Table 1, the number of mantissa bits is larger than the number of exponent bits.
For the IEEE single precision format, the exponent subtractor is
an 8-bit adder, while the mantissa adder is a 25-bit adder (for two
24-bit significances). Furthermore, the inexact design in the mantissa adder has a lower impact on the error than its exponent counterpart in the lower data range, because the mantissa part is less
significant than the exponent part. Therefore, an inexact design of
a mantissa adder is more appropriate. A detailed analysis of errors
introduced by each part is further discussed in the next section.

3.3

Normalizer

Normalization is required to ensure that the addition results fall in
the correct range; the sum or difference may be too small and a
multi-bit left shift process may be required. A reduction of the
exponent is also necessary. The normalization is performed by a
leading zeros counter that determines the required number of left
shifts. As the mantissa adder is already not exact for the n least significant bits, the detection of the leading zeros can also be simplified in the inexact design, i.e., approximate leading zero counting
logic can be used. The verilog code of the approximate leading
zero counter is shown in Fig. 4.

3.4

Rounder

A rounding mode is required to accommodate the inexact number that an FP format can represent. A proper rounding maintains three extra bits (i.e., guard bit, round bit and sticky bit).
The adder may require a further normalization and exponent
adjustment after the rounding step, therefore the hardware for
TABLE 1
No. of Exponent and Mantissa Bits for the IEEE 754
Basic and Extended FP Types
Type
Half
Single
Double
Extended
Quad
Fig. 2. The accurate FP adder architecture.

Sign Bit

Exp. Bits

Mant. Bits

Total

Mant. Bits/Total

1
1
1
1
1

5
8
11
15
15

10
23
52
64
112

16
32
64
80
128

62.5%
71.9%
81.2%
80.0%
87.5%
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Fig. 4. Verilog code of the approximate leading zeros counter. M is the number of
mantissa bits, and n is the number of inexact bits.

rounding is significant. However, it does not affect the results
of the inexact addition as the lower significant n bits are already
inexact. Therefore, rounding can be ignored in the inexact
design of an FP adder.

3.5

Overall Inexact FP Adder Architecture

Based on the previous discussion, an inexact FP adder can be
designed by using approximate adders in the exponent subtractor
and mantissa adders, an approximate leading zero counter in the
normalizer and by ignoring the rounder. The inexact FP adder
architecture is shown in Fig. 5.

Fig. 5. The inexact FP adder architecture.

distance introduced by IMA takes into account the exact exponent
part and is given by:
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4

ERROR ANALYSIS

4.2

The errors due to an inexact design must be carefully considered because the results can be significantly affected by the
inexact design. To understand the effects of each inexact part,
an upper bound error analysis is carried out in this section for
the average case.
The errors in the inexact design are mostly from the exponent and mantissa parts. The error contribution from related
logic (including normalization) can be included in either the
exponent, or the mantissa adder for the upper bound analysis
of the average case; therefore, only errors from the inexact exponent adder (IEA) and the inexact mantissa adder (IMA) are considered. The errors are closely related to the number of inexact
bits in both adders. Initially, the errors from IEA and IMA are
considered separately. Then, the error relationship between the
two parts is studied.
Consider a general precision FP format. The numbers of exponent and mantissa bits are given by E and M, respectively, where
E  1; M  1: The error distance (ED) [16] is given as ED ¼ S~
Sj, where S~ and S are the sum of the approximate and accurate
adders, respectively.

4.1

Errors from Inexact Mantissa Adder

To analyse the errors from IMA, a floating point adder architecture
using an inexact mantissa adder and an exact exponent adder is
considered. The errors in the IMA are derived as follows. Assume
m is the number of inexact bits in the IMA. The maximum error
introduced by the ith bit is 2ðMiþ1Þ , where i ¼ 1, 2,. . ., m, m  M.
The local error distance introduced by the m inexact bits in the
IMA is at most:
EDMA ¼ 2M þ 2ðM1Þ þ    þ 2ðMmþ1Þ
¼ 2mM  2M  2mM ; m ¼ 1; 2; . . . ; M:

(1)

Assume that the input data is uniformly distributed in the full
range of the FP format. The upper bound of the total (global) error

Errors from Inexact Exponent Adder

For the errors from IEA, a floating point architecture using inexact
exponent and exact mantissa adders is considered. The exponent
part has a bias of ð2E1  1Þin the IEEE-754 standard. Therefore,
the real exponent can be obtained by subtracting the bias from the
exponent part of an operand.
The error caused by the jth bit in IEA is 2j , and the total error
distance of an IEA with n inexact bits is at most:
EDIEA ¼ 2ð2
¼ 2ð2

4.3

0 þ21 þþ2n1 Þ
n 1Þ

; n ¼ 1; 2; . . . ; E:

(3)

Error Relationship between IMA and IEA

As the data range of a floating-point format is significantly larger
than a fixed-point format, a relative error distance (RED) is defined
next; RED is used to facilitate the analysis of the relationship
between errors of IMA and IEA. It is given as RED ¼ log2 ðEDÞ,
where RED stands for the relative error distance. Therefore, the
REDs of IMA and IEA are:
REDIMA ¼ 2E1  E þ m  M;

(4)

REDIEA ¼ 2n  1:

(5)

The exponent part of the floating-point format can be negative,
hence RED can also be negative.
The data range largely determines the design strategy of an
inexact floating-point adder. The relative error distance due to
IMA and IEA using different numbers of inexact bits in the
IEEE FP types (i.e., half, precision and double precision) are
shown in Fig. 6; the errors from IEA (IMA) increase exponentially (linearly). Although the exponent part is more dominant
in the FP format, the error is nearly the same independently of
the number of inexact bits in IMA for larger precision formats
such as double precision. So, the errors from IMA are significantly larger than from IEA when the number of inexact bits is
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Fig. 6. Relative errors introduced by both IMA and IEA with different numbers of
inexact bits in three IEEE basic FP types: half precision (E ¼ 5, M ¼ 10), single
precision (E ¼ 8, M ¼ 23) and double precision (E ¼ 11, M ¼ 52).

Fig. 7. Relative errors introduced by IMA and IEA with different inexact bits in various data ranges (IEEE single precision: E ¼ 8, M ¼ 23).
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Fig. 9. Relative errors introduced by IMA and IEA with different number of inexact
bits under the ‘StillLife.exr’ data range using IEEE single precision FP format.
ðREDIMA ¼ m  21, REDIEA ¼ 2n  1, MaxðREDIMA Þ ¼ 2.)

Fig. 10. Relative errors introduced by IMA and IEA with different number of inexact
bits under the ‘Ocean.exr’ data range using IEEE single precision format.
ðREDIMA ¼ m  18, REDIEA ¼ 2n  1, MaxðREDIMA Þ ¼ 5.)

i.e., 2ð2

Ei 2Þ

Ei 1Þ

2ð2

; 1  i  E  1, the errors from IMA are:


REDIMA ðiÞ ¼ ð2E1  E þ m  MÞ  2E1 1  21i :

Fig. 8. A design procedure for the inexact design of FP adders.

smaller than E-2. This is due to the high dynamic range that a
larger precision formats offer. Even one inexact bit (for example, m ¼ 1) in the mantissa adder causes more errors than that
from its exponent counterpart (i.e., when n ¼ 1). However, for
smaller precision formats (such as half precision), the errors
from IEA and IMA are comparable; so, it is better to apply
more inexact bits in IMA, because IMA provides a larger design
space with similar effects due to errors.
In many real DSP applications (such as voice recognition and
image processing), the data range is usually limited to 24
210;
for example, the dynamic range of luminance that a human can
perceive is up to 105. Therefore for different applications, the
errors introduced by IMA are very different. For a data range DRi ,

(6)

A detailed evaluation is shown in Fig. 7 by using the IEEE single
precision format for establishing the relationship of the IMA and
IEA errors under various data ranges. In the reduced data range,
the errors due to IMA are less than from IEA. When the data range
is 230 231, then the errors introduced by one inexact bit in both
adders are the same. For a smaller data range, i.e., 214 216 (i.e.,
the dynamic range widely used in multimedia), the errors from
IMA are significantly smaller. So, even when all bits in the mantissa adders are inexact (i.e., m ¼ 23), the errors from the mantissa
parts are similar to the IEA with three inexact bits (i.e., n ¼ 3). For a
data range smaller than 26
27, when all bits in the mantissa
adder are inexact, then the errors from the mantissa part are still
less than for an IEA with only one inexact bit.
The upper bound error analysis for the average case can be used
to provide a guideline for the inexact design of floating point adders. Generally, for a larger data range, a larger precision format
should be used and more inexact bits can be applied in the exponent part. For a smaller data range, a smaller precision format
should be used, so more inexact bits can also be used in the mantissa adder. For some applications, it is acceptable to have all inexact bits in the mantissa adder; hence, a design strategy is strongly
dependent on the application data range.

5

INEXACT DESIGN METHODOLOGY

The desired inexact design can be achieved through this iterative
process. The design can start from an initial inexact adder with a
small number of inexact bits (as determined by the error analysis
discussed in Section 4). The accuracy can then be improved by using
more exact bits in the mantissa and exponent adders until the accuracy requirements for an application are met. An inexact FP adder
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Fig. 11. (a) The added image of ‘ StillLife.exr’ using an exact FP adder; (b) The
added image using the inexact FP adder I; (c) The HDR-VDP detection map for
the two added images.

design can be modeled using a hardware description language such
as VHDL or Verilog. The results are then analyzed to assess whether
they meet the desired metrics; the accuracy can be adjusted by
increasing the number of exact bits in the adders and accordingly
changing the related logic. The design procedure for inexact FP adders is shown in Fig. 8.

6

APPLICATION TO IMAGE PROCESSING

Several approximate FP adders have been designed and simulated using the IEEE single precision format; they process high
dynamic range OpenEXR images. OpenEXR is a high dynamicrange (HDR) image file format developed by Industrial Light &
Magic [17]; it is widely used in computer imaging applications
including motion pictures and graphics. It supports both the
IEEE half and single precision FP formats. In this work, two
OpenEXR images are added using both exact and the proposed
inexact FP adders.
The images used are ‘StillLife.exr’ and ‘Ocean.exr’. These images
have typical dynamic ranges in the OpenEXR image set. Therefore,
these two images are representative to show the validity of the
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Fig. 12. (a) The added image of ‘ Ocean.exr’ using an exact FP adder; (b) The
added image using the inexact FP adder I; (c) The HDR-VDP detection map for
the two added images.

proposed inexact floating-point adder designs. Their data ranges
are 29 29 and 212 212, respectively. As per the error analysis
of Section 4, the relative errors introduced by IMA and IEA for different numbers of inexact bits for this specific data range are shown
in Figs. 9 and 10. Even when all bits in the mantissa adder are inexact, the error is just slightly more than for the exponent adder with
no more than two inexact bits. Therefore, two case studies are presented in this section (in both designs, rounding is not considered):
1)

Image addition using an inexact FP adder, in which all bits
of the mantissa adder are inexact.
2) The same image addition using an inexact design, in which
only the LSB in the exponent subtractor is inexact.
The high dynamic range visible difference predictor (HDRVDP) [18] is a visual metric that compares a pair of images (reference and test images) and predicts the probability that their
visual difference is visible for an average observer. HDR-VDP
works within the complete range of luminance that the human
eye sees and produces subjective comparison results. Therefore,
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Fig. 13. (a) The added images of ‘ StillLife.exr’ using the inexact FP adder II; (b)
The HDR-VDP detection map for the two added images.

Fig. 14. (a) The added images of Ocean.exr’ using the inexact FP adder II; (b) The
HDR-VDP detection map for the two added images.

this metric is used in the evaluation of the inexact FP adder targeting high dynamic range image processing applications.

reduced area, delay and power consumption by 30.15, 14.38 and
29.98 percent, respectively; a reduction in the power-delay-product
by nearly 40 percent is also achieved.

6.1

NO. 1,

Inexact FP Adder I with an All-Bit Inexact Mantissa
Adder

The first inexact FP adder is designed with an all-bit inexact mantissa adder (consisting of an array of OR gates). The leading zero
detection module for normalization is also designed approximately
due to the inexact mantissa adder (rounding is not considered).
The added images produced by both an exact FP adder and the
first inexact FP adder are shown in Figs. 11 and 12; image addition
is performed on a pixel basis. Figs. 11a, (12a) and Figs. 11b, (12b)
show the images generated by the exact and inexact FP adders,
respectively. The difference in the two added images is studied by
using HDR-VDP detection map (the exact image is used as reference) as shown in Figs. 11c (12c).
The adder designs are synthesized using Synopsys Design
Compiler with Faraday 65 nm technology. Power consumption is
simulated by utilizing the Synopsys Power Compiler with the back
annotated switching activity files generated from the random input
vectors of each design. The exact FP adder and the first inexact FP
adder are compared in Table 2. The proposed inexact FP adder has
TABLE 2
Comparison of Exact Adder with First and
Second Proposed Inexact FP Adders
FP Adders
Exact FP Adder
Inexact FP Adder I
Improvement of FP Adder I
Inexact FP Adder II
Improvement of FP Adder II

Power
(mW)
0.3169
0.2219
29.98%
0.2555
19.38%

Area
(mm2)
8131.20
5679.36
30.15%
6422.72
21.01%

Delay
(ns)
3.20
2.74
14.38%
3.15
1.56%

PDP
(pJ)
1.01
0.61
39.60%
0.80
20.79%

6.2

Inexact FP Adder II with a 1-bit Inexact Exponent
Adder

The second inexact FP adder is designed with an inexact exponent
subtractor in which the LSB is made of an OR gate. The leading
zero detection module for the normalization is also designed
approximately (again, rounding is not considered). The added
image using the second inexact FP adder is shown in Fig. 13a (14a)
(as in the previous case, image addition is performed on a pixel
basis). The HDR-VDP detection map of the two added images is
shown in Fig. 13b (Fig. 14b). There is only a minor difference that
can be detected by the average observer. The evaluation of an average observer is further illustrated by using overall visibility and
quality metrics provided by HDR-VDP (Table 3).
The overall visibility, i.e., Pdet, is defined as the probability that
the differences between the images are visible for an average
observer and the quality, i.e., QMOS, is defined as the degradation
with respect to the reference image, expressed as a mean-opinionscore. Pdet has a range of 0 to 1 and QMOS has a range of 0 to 100
[18]. A higher value of Pdet means that more likely a difference can
be observed; a higher value of QMOS means that the image has a
TABLE 3
Overall Visibility (Pdet ) and Quality Scores (QMOS )
for Inexact FP Adders
Inexact FP Adders
‘StillLife.exr’ Using Inexact FP Adder I
‘StillLife.exr’ Using Inexact FP Adder II
‘Ocean.exr’ Using Inexact FP Adder I
‘Ocean.exr’ Using Inexact FP Adder II

Pdet

QMOS

0.7574
0.0874
0.9983
0.9845

99.8777
99.9572
99.9559
99.9040
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better quality. Therefore, QMOS is more relevant when evaluating
the quality of a processed image. It is assumed that the diagonal
display size is 12 inches, resolution is 1,024 by 768, the viewing distance is 0.5 meters, and the color encoding is sRGB display.
From Table 3, the overall visibility Pdet of the first inexact
adder for the ‘StillLife.exr’ image is more than eight times
higher than that of the second inexact adder; however, its quality QMOS is only slightly lower than that of the second inexact
adder. The HDR-VDP metrics show that the image generated
by the first inexact FP adder with an all-bit inexact mantissa
adder is slightly worse than the one generated by the second
FP adder with an inexact LSB in the exponent subtractor.
For the even higher dynamic range image (i.e.,’Ocean.exr’), the
results for the overall visibility of both adders are nearly 1, i.e.,
the differences between the exact and inexact results are very
likely to be observable. However, the quality of both images is
similar and still very good, i.e., more than 99.9, thus further
confirming the validity of the proposed inexact designs.
The second proposed inexact design is also synthesized and
implemented on Faraday 65 nm technology. The comparison
results with the exact FP design are also shown in Table 2. The
second inexact FP adder with an inexact LSB in the exponent subtractor reduces the area, delay and power consumption by 21.71,
1.56 and 19.38 percent, respectively, while the power-delay product is reduced by just more than 20 percent.
As shown in Table 2, the power, area and delay of the second FP
adder are larger than those of the first proposed adder, because
only 1 bit of the exponent subtractor is considered. The second
design shows that the exponent is dominant in the FP format. The
inexact design of the exponent subtractor must be carefully
considered, because it has a very limited design space in terms of
inexact computing.
A major difference between the exact and inexact designs is
rounding. Its removal benefits an inexact design because it requires
a significant amount of hardware resources.

[2]

[3]

[4]
[5]
[6]
[7]
[8]
[9]
[10]
[11]
[12]
[13]
[14]
[15]
[16]
[17]
[18]

7

CONCLUSION

Inexact FP adder designs have been investigated in this paper.
Approximate designs of the mantissa and exponent adders
have been proposed and consideration has been given to normalization and rounding. The error relationship between the
mantissa and exponent parts has been studied for the average
case; this is an important feature in guiding an inexact FP arithmetic design.
Two extreme cases for the inexact design of FP adders have
been studied. The first design uses an all-bit inexact mantissa
adder; the second design uses an inexact LSB in the exponent subtraction. Both designs have been applied to high dynamic range
images and the results have shown that both inexact FP adders are
very low power designs. These designs require a small area and
offer higher performance than their equivalent exact designs. As
such they are suitable for high dynamic image applications. It has
been shown that the exponent part is a dominant part in the FP
number format; however it has a smaller design space for an inexact design compared to the mantissa adder.
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