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Error Detection and Correction in SRAM Emulated TCAMs
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Abstract— Ternary content addressable memories (TCAMs) are widely
used in network devices to implement packet classification. They are
used, for example, for packet forwarding, for security, and to implement
software-defined networks (SDNs). TCAMs are commonly implemented
as standalone devices or as an intellectual property block that is
integrated on networking application-specific integrated circuits. On the
other hand, field-programmable gate arrays (FPGAs) do not include
TCAM blocks. However, the flexibility of FPGAs makes them attractive
for SDN implementations, and most FPGA vendors provide development
kits for SDN. Those need to support TCAM functionality and, therefore,
there is a need to emulate TCAMs using the logic blocks available in
the FPGA. In recent years, a number of schemes to emulate TCAMs on
FPGAs have been proposed. Some of them take advantage of the large
number of memory blocks available inside modern FPGAs to use them
to implement TCAMs. A problem when using memories is that they can
be affected by soft errors that corrupt the stored bits. The memories
can be protected with a parity check to detect errors or with an error
correction code to correct them, but this requires additional memory bits
per word. In this brief, the protection of the memories used to emulate
TCAMs is considered. In particular, it is shown that by exploiting the
fact that only a subset of the possible memory contents are valid, most
single-bit errors can be corrected when the memories are protected with
a parity bit.

Index Terms— Field-programmable gate arrays (FPGA), soft
errors, ternary content addressable memories (TCAM).
I. I NTRODUCTION
Soft errors are a major concern for modern electronic circuits and,
in particular, for memories [1]. A soft error can change the contents
of the bits stored in a memory and cause a system failure. The soft
error rate in terrestrial applications is low. For example, in [2], it was
estimated that for a 65-nm static random access memory (SRAM)
memory, the bit error rate was on the order of 10−9 errors per
year. That would translate to only one error per year for a system
that uses 1 Gbit of memory. However, even such a low error rate
is a big concern for critical applications such as communication
networks on which the network elements such as routers have to
provide a high level of reliability and availability. Therefore, soft
errors are an important issue when designing routers or other network
elements, and manufacturers take them into account and incorporate
error mitigation techniques [3], [4]. For example, error detection
and correction codes are commonly used to protect memories [5].
A parity bit can be added to each memory word to detect single-bit
errors, or a single-error correction (SEC) code can be used to correct
them. These codes require additional bits per word thus, increasing
the memory size and also some logic to write and read from the
memory. For example, for a 16-bit word, an SEC code requires 5 bits
while a parity check requires only one.
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Ternary content addressable memories (TCAMs) are a special
kind of content addressable memories [6] that support do not care
bits (commonly denoted as “x”) that match both a zero and a one.
TCAMs are widely used in networking applications to perform packet
classification [7]. They can be implemented as standalone devices
or integrated as part of networking application specific integrated
circuits (ASICs) [8]. The TCAM memory cells different from normal
SRAM cells, in which they check the incoming value for a match
to the stored value that can be for each bit 0, 1, or x. The results
from all the words are then sent to a priority encoder that returns
the match with the highest priority. This comparison and selection
logic introduces a significant overhead in terms of area and power
consumption relative to that of an SRAM memory. Protecting TCAMs
against soft errors is challenging as error correction codes (ECCs)
are not easily applicable because all words are checked in parallel.
This means that a decoder per word would be needed, which would
lead to a very large area and power overhead. A number of schemes
have been proposed to protect TCAMs that are based, for example,
on replicating part of the rules or on using other structures such as
Bloom filters to check the results of the TCAM searches [9], [10].
Field-programmable gate arrays (FPGAs) provide a flexible platform to implement systems. In particular, they provide a vast amount
of logic and memory resources that can be configured to implement
a given functionality. This makes them attractive for networking
applications [11]. However, they do not include CAM or TCAM
blocks because FPGAs are also used in many applications that are not
related to networking. For binary CAMs that is not an issue as they
can be easily emulated using cuckoo hashing and RAM memories
with a small cost overhead [8]. TCAMs are also emulated using the
logic and memory resources, but in this case, the overheads are much
larger (making emulation not competitive for ASIC implementations).
To emulate the TCAMs in FPGAs, a number of schemes have been
proposed in the literature [12]–[16]. Some of them implement the
TCAM memory cells with FPGA flip-flops and logic [12]. This
approach has limited scalability in terms of the TCAM size, and
therefore, schemes based on using the SRAM memories embedded
in the FPGA [13]–[16] are preferred and implemented by FPGA
vendors [17].
When SRAM memories are used to implement a TCAM, a large
number of bits are used for each TCAM cell. For example, in [13],
it has been shown that more than 55 bits of the Xilinx FPGAs block
RAMs (BRAMs) are needed for each single TCAM bit. In case of
distributed RAMs, 6 bits are needed for each TCAM bit.
This means that a large number of memory bits are used and thus
the probability of suffering soft errors increases. To protect them,
ECCs can be used, but as discussed before, they add additional
memory overhead [18]. For TCAMs that are emulated using logic
and flip-flops, protection can be implemented by using triple modular
redundancy that triplicates the flip–flops and adds voting logic to
correct errors, thus requiring a large resource overhead.
In this brief, it is shown that the specificity of the contents
stored in memories used to emulate TCAMs can be exploited
to implement an efficient error correction method. In particular,
when memories are protected with a parity bit to detect single-bit
errors, the proposed scheme will be able to correct most of the
single-bit errors. This makes the technique attractive to improve the
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Fig. 1. Example of a TCAM with 6-bit keys and four rules emulated using
two SRAMs.

reliability of FPGA-based TCAM implementations without incurring
large overheads in resource usage. In more detail, the proposed
implementation reduces the FPGA slices required for protection by
at least 50% when compared to an SEC protection for common
TCAM sizes.
This brief is organized as follows. Section II discusses FPGA-based
TCAM implementations. The proposed error correction scheme is
presented in Section III and evaluated in Section IV. Finally, the conclusions are summarized in Section V.
II. FPGA-BASED TCAM I MPLEMENTATIONS
There are two main alternatives to implement TCAMs on FPGAs.
The first one is to use the FPGA logic resources and flip-flops to
implement the TCAM cells and match lines. The second is to use
the block memories inside the FPGA [13].
In the first alternative, the bits of the rules are stored in flip-flops.
As discussed before, each bit can take three possible values: 0, 1,
and x. For example, a flip-flop can be used to store if the bit is
0 or 1 and another flip-flop that acts as a mask and is set when the
bit is do not care [12]. Then, the programmable logic can be used
to implement the comparison against the key. This alternative uses
many resources per rule and, therefore, cannot be used to implement
large TCAMs with tens of thousands of rules of more than 100 bits
that operate at high speed.
The second alternative is based on the use of the embedded
memories available in the FPGA. To do so, the key is divided into
smaller blocks of b bits. Then, a rule can be emulated using a 1-bit
memory of 2b positions for each block. When searching for a key, all
the memories are accessed using the corresponding key bits and if all
the positions read have a one, a match is detected. In general, k rules
can be implemented by using a k − bit memory of 2b positions for
each block. This is best illustrated with an example. Let us consider
a key of 6 bits that is divided into two blocks of 3 bits. Then,
a TCAM with four rules can be implemented as shown in Fig. 1.
It can be observed that the memories have 23 = 8 positions and a
width of 4 bits. The leftmost memory is accessed using the upper
3 bits of the key and the other with the lower three. Those bits are
used to determine the address of the position read from the memory.
The rules stored in each bit are also shown in Fig. 1. Let us consider
a search for key: 000011. We would access the first position (address
000) on the leftmost memory reading 1100 and the four position
(address 011) on the other memory reading 1100. After performing
AND there would be a match only for rules r 1 and r 2 . Looking now
at the rules, it can be observed that rules that are not used (r4 ) have
zeros in all the memories and positions. For the rest of the rules,
the number of ones in a given memory depends on the number of

Fig. 2. Parity protected TCAM with 6-bit keys and four rules emulated using
two SRAMs.

x bits that the rule has on the key bits used as addresses on that
memory. When there are no x bits, only one position has a one,
when there is one x bit, two positions have a one, when there are
two x bits, four positions have a one, and so on. In general, if there
are n x bits that are x, there will be 2n x ones on the memory.
Considering now the implementation cost, since each block stores
b bits of a rule and requires 2b bits of SRAM memory. The cost in
SRAM bits per TCAM bit in this scheme is 2b /b [13]. Therefore,
it would seem that smaller values of b are more efficient. However,
this is not entirely true as the logic needed to combine the blocks
together increases with the number of blocks. It should also be
mentioned that a large physical memory can be split into several
blocks so that each one implements b bits of a rule. Then, several
memory accesses are needed to complete a search operation, this can
be mitigated by operating the memory at a larger speed or using
multiport memories [16].
For Xilinx FPGAs, there are two types of memory resources:
lookup table random access memories (LUTRAMs) and BRAMs.
The first ones are built with the same lookup tables (LUTs) that
are used to implement the logic and are generally small with 32 or
64 positions. On the other hand, BRAMs are larger having 36 K bits
that can be configured with different word sizes, the largest being
72 bits that corresponds to 512 positions. Therefore, LUTRAMs have
a much lower cost per bit (25 /5) than BRAMs (29 /9). However,
the total number of memory bits available is larger for BRAMs than
for LUTRAMs.
A key observation for the protection of the SRAM-based TCAM
implementations is that the contents of the SRAMs are determined
by the rules stored and that only a few combinations of all possible
values are used. This means that the SRAM contents have an intrinsic
redundancy that could potentially be used to protect the memories.
This idea is explored in the rest of this brief.
III. E RROR D ETECTION AND C ORRECTION
IN SRAM-B ASED TCAM S
The scheme proposed to protect the memories used to emulate the
TCAM uses a per word parity bit to detect single-bit errors. Then,
once an error is detected, the intrinsic redundancy of the memory
contents is used to try to correct the error. The implementation of
the parity protection is shown in Fig. 2 where p corresponds to
the parity bit. It can be seen that in addition to the match signal,
an error signal is generated when there is a mismatch between the
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TABLE I
P ERCENTAGE OF C ORRECTABLE S INGLE -E RROR PATTERNS
FOR C OLUMNS OF D IFFERENT W EIGHTS

TABLE II
P ERCENTAGE OF C ORRECTABLE S INGLE -E RROR
PATTERNS FOR B LOCK M EMORIES

Fig. 3. Examples of single-bit errors on a parity protected TCAM with 6-bit
keys and four rules emulated using two SRAMs.

stored parity and the recomputed one. This is a standard parity
protection that can detect all single-bit errors [5]. Detecting the
error on every access is crucial to avoid incorrect results on search
operations.
Let us now assume that a single-bit error has occurred on a
given word and that it is detected with the parity check. Upon error
detection, we can check the contents of the memory to try to correct
the error. A first attempt could be to read all the words in the memory
and count the number of positions that have a one for each rule. Let
us denote that number as the weight of the rule in that memory. For
example, in the leftmost memory of Fig. 2, r1 would have a weight
of 1, r2 of 2, and r3 of 4. This can help us identify the erroneous bit
as the weight for an error-free rule can only be 0, 1, 2, 4, and 8 for an
8-position memory. To further discuss the error correction process,
let us focus on the examples of single-bit errors shown in Fig. 3.
For example, e3 affects r3 on the leftmost memory by changing its
weight from 4 to 3. Since 3 is not a valid value, after detecting the
parity error, we would identify that the erroneous bit is that in r3
and we would correct it. This approach would be effective for rules
that have a weight larger than two, i.e., they have two or more “x”
bits on the key bits that correspond to that memory. On the other
hand, for rules with a lower weight, checking the weight alone may
not be enough. Let us now consider a rule with weight two. Then,
an error that changes a zero to a one will change the weight to three
and the error will be corrected. However, when a one is changed to
a zero (as in e2 ), then the new weight would be one that is a valid
value and the error cannot be corrected. This, however, is less likely
to occur as only 2 positions have a one. If we now consider a weight
one rule, an error that sets another bit to one would produce a weight
of two that is also valid. However, not all weight two combinations
are possible. This is clearly seen when looking at e4 . In that case,
the values of r2 that are one would correspond to key values 000 and
011 and those do not correspond to a valid rule. In general, only
positions that correspond to key values that are at distance one from
the original value will not be detected. On the other hand, an error
that sets to zero the position that was one in a weight one rule can
be corrected by checking if the rule has zero weight on the other
memories. If that is the case, then the rule is disabled and the bit is
not in error. Otherwise, the rule had a weight of one and the error
is corrected. Finally, an error in a rule that had a weight of zero can
also be corrected by checking the weight of the rule on the other
memories.

The previous discussion shows that by using the intrinsic redundancy of the memory contents, many single-bit error patterns could be
corrected. Let us now quantify the fraction of single-bit error patterns
that can be corrected for each weight in a memory of 2b positions.
1) Weight zero: all patterns can be corrected.
2) Weight one: all except those that set a bit to one for a position
with an address at distance one, this corresponds to 1 − b/2b .
3) Weight two: all patterns can be corrected except the two that
set a position with a one to a zero, this corresponds to 1−2/2b .
4) Weight four or larger: all patterns can be corrected.
It can be seen that most of the error patterns are corrected. This
is better seen in Table I that illustrates the percentage of correctable
patterns for columns of different weights. The only cases where not
all errors can be corrected are weight one and two, and for those,
the percentage will approach 100% when b is large. The percentage
of errors that can be corrected for different values of b is shown
in Table II. It can be seen that even for small memories (b = 5
corresponds to 32 positions), the error coverage is close to 90% in the
worst case. For larger memories, the coverage is over 95% and gets
close to 100%. For example, for b = 9, the coverage is over 98% in
the worst case. This shows the effectiveness of the proposed scheme
in correcting single bit errors when the memories are protected with
a parity bit.
The pseudocode of the proposed correction algorithm is shown
in Algorithm 1. The process starts when a parity error is detected
when reading a word from a block memory. To correct the error,
we need to identify the bit (or column) affected by the error. To do
so, in the first phase, all the positions in the block are read and
the column weights are computed by adding the ones seen in each
column. Then, the second phase checks different cases for the column
weight to try to identify the erroneous column. If that occurs, the bit
of that column in the word that had the parity error is the erroneous
bit and it is corrected. In the algorithm, this second phase starts by
checking if there is a column that has an illegal weight. As discussed
before, the only valid column weights are: 0, 1, 2i for i = 1, 2, …, b.
Therefore, if a column has, for example, weight three, then it is the
erroneous one. If the erroneous bit is found, it is corrected and the
process ends. Otherwise, we proceed to check columns that have
zero weight. Those should correspond to TCAM entries that are not
used and should have zero weight on all the other memory blocks.
Therefore, we check if they have also zero weight on another block.
If not, the error has been found and it is corrected. If all the columns
with zero weight have also weight zero on another block, we proceed
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Algorithm 1 Proposed Algorithm for Error Correction

Fig. 4. SEC protected TCAM with 6-bit keys and four rules emulated using
two SRAMs.
TABLE III
R ESOURCE U TILIZATION AND D ELAY OF A TCAM E MULATED
U SING D ISTRIBUTED M EMORY ON X ILINX A RTIX -7 FPGA

to check columns of weight one. For that, we check if they have zero
weight on another block. If that is the case, that column is the one
that suffered the error and we correct it. If not, we proceed to the last
step in which columns of weight two are checked. To do that, the two
addresses of the two positions that contain a one are XORed. If the
result has more than a one, the column has suffered an error and we
correct it. If that does not happen, then we have suffered one of the
few errors that are not correctable. The overall process can easily be
implemented in a soft processor that is present in many FPGA-based
networking applications to manage the control functions [11].

TABLE IV
R ESOURCE U TILIZATION AND D ELAY OF A TCAM E MULATED
U SING BRAM M EMORY ON X ILINX A RTIX -7 FPGA

IV. E VALUATION
To evaluate the benefits of the proposed scheme, it has been
implemented using Vivado Design Suite 2016.3 in a Xilinx Artix-7
xc7a100tcsg324 FPGA that is part of a Nexys4 double data rate
board. Both distributed memory (LUTRAMs) and BRAMs implementations are considered. In both cases, the memory sizes that
minimize the memory bits needed per TCAM bit are used. This corresponds to a configuration of 32 positions LUTRAMs corresponding
to five key bits per memory, and for the second option, the BRAM
is configured as 512 positions of 72 bits. The soft error coverage
of the proposed technique for each option corresponds to the first
and last columns of Table II. Similarly, if the memory blocks were
split into several smaller logical blocks the soft error coverage could
be checked in Table II. The unprotected memory (Fig. 1) and the
memory protected with an SEC code have also been implemented for
comparison. The protection with an SEC code is illustrated in Fig. 4.

It can be observed that additional parity bits and an SEC decoder
are needed on each memory block to correct the errors. The number
of additional bits will depend on the number of rules, for example,
6 bits are needed for a 32-bit word (rules) and 7 bits for a 64-bit
word (rules).
The FPGA resources needed and the delay in nanoseconds for the
three options are shown in Table III for the LUTRAM implementation
and in Table IV for the BRAM implementation. In both cases,
TCAMs of with 40-bit keys and 64, 512, 1024, and 2048 rules
are considered. As discussed before, the LUTRAMs correspond to
a 32 × 1 memory that is accessed using 5 bits of the keys.
Therefore, 8 memories are required to process the 40 bits of the key.
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For BRAMs, each memory has 512 positions that can cover 9 bits
of the key, and therefore, only five memories are needed. From the
results in Table III, it can be seen that the proposed scheme reduces by
more than half the amount of resources needed both in terms of LUTs
used for logic and slices compared to an SEC protection, The same
observation holds for LUTs and slices in Table IV with even larger
reductions. In the case of LUTRAMs and BRAMs, the reductions
are lower. This can be explained as the number of parity check bits
needed to implement SEC is not large, and additionally, for BRAMs,
they have a 72-bit width so that in all cases there are spare bits
that can be used for the parity check bits. Another advantage of the
proposed scheme is that it has a lower impact on delay than the use
of SEC protection. Finally, it is interesting to relate the resources
used with those available in the FPGA. In more detail, the device
used has 63 400 LUTs of which only 19 000 can be configured as
LUTRAMs and 135 BRAMs. This means that a 2048 × 40 TCAM
uses almost all LUTRAMs in the LUTRAM implementation whereas
in the case of BRAMs, all BRAMs are used and part of the memory
blocks need to be emulated using LUTRAMs. In both cases, an SEC
protected implementation leaves much fewer LUTs to implement the
rest of the system than the proposed scheme.
In summary, the proposed scheme can be an interesting option
to improve the protection of the memories used to emulate TCAMs
on FPGAs. However, it should be noted that the proposed technique
does not correct all single-bit errors and that it requires some overhead
in the software controller of the TCAM to perform correction once an
error is detected. Therefore, whether to use it or not will depend on
the design requirements in terms of reliability and on the resources
available.
V. C ONCLUSION
In this brief, a technique to protect the SRAMs used to emulate
TCAMs on FPGAs has been proposed. The scheme is based on the
observation that not all values are possible in those SRAMs, and
thus, there is some intrinsic redundancy of the memory contents. This
redundancy is used to correct most single-bit error patterns when the
memories are protected with a parity bit to detect errors. The proposed
technique reduces significantly the resources needed to protect the
memories and can be an interesting option for designs on which
reliability is a concern but resources are limited.
The idea presented in this brief can be extended to other memory
configurations. For example, it can be used to detect errors on an
unprotected memory by periodically scrubbing the contents to check
their correctness. It could also be used when the memory is protected
with a more powerful code that can detect several bit errors to correct
multiple bit errors. For example, for a memory protected with an
SEC code, double-bit error patterns could be detected and then use
the intrinsic redundancy of the memory contents to correct them.
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