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Abstract—The provisioning of basic security mechanisms such as authentication and confidentiality is highly challenging in a contentbased publish/subscribe system. Authentication of publishers and subscribers is difficult to achieve due to the loose coupling of
publishers and subscribers. Likewise, confidentiality of events and subscriptions conflicts with content-based routing. This paper
presents a novel approach to provide confidentiality and authentication in a broker-less content-based publish/subscribe system. The
authentication of publishers and subscribers as well as confidentiality of events is ensured, by adapting the pairing-based cryptography
mechanisms, to the needs of a publish/subscribe system. Furthermore, an algorithm to cluster subscribers according to their
subscriptions preserves a weak notion of subscription confidentiality. In addition to our previous work [23], this paper contributes 1) use
of searchable encryption to enable efficient routing of encrypted events, 2) multicredential routing a new event dissemination strategy
to strengthen the weak subscription confidentiality, and 3) thorough analysis of different attacks on subscription confidentiality. The
overall approach provides fine-grained key management and the cost for encryption, decryption, and routing is in the order of
subscribed attributes. Moreover, the evaluations show that providing security is affordable w.r.t. 1) throughput of the proposed
cryptographic primitives, and 2) delays incurred during the construction of the publish/subscribe overlay and the event dissemination.
Index Terms—Content-based, publish/subscribe, peer-to-peer, broker-less, security, identity-based encryption
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INTRODUCTION

T

HE publish/subscribe (pub/sub) communication paradigm has gained high popularity because of its
inherent decoupling of publishers from subscribers in
terms of time, space, and synchronization. Publishers inject
information into the pub/sub system, and subscribers
specify the events of interest by means of subscriptions.
Published events are routed to their relevant subscribers,
without the publishers knowing the relevant set of
subscribers, or vice versa. This decoupling is traditionally
ensured by intermediate routing over a broker network
[10]. In more recent systems, publishers and subscribers
organize themselves in a broker-less routing infrastructure,
forming an event forwarding overlay [24].
Content-based pub/sub is the variant that provides the
most expressive subscription model, where subscriptions
define restrictions on the message content. Its expressiveness and asynchronous nature is particularly useful for
large-scale distributed applications such as news distribution, stock exchange, environmental monitoring, traffic
control, and public sensing. Not surprisingly, pub/sub
needs to provide supportive mechanisms to fulfill the basic
security demands of these applications such as access
control and confidentiality.
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Access control in the context of pub/sub system means
that only authenticated publishers are allowed to disseminate events in the network and only those events are
delivered to authorized subscribers. Moreover, the content
of events should not be exposed to the routing infrastructure and a subscriber should receive all relevant events
without revealing its subscription to the system. Solving
these security issues in a content-based pub/sub system
imposes new challenges. For instance, end-to-end authentication using a public key infrastructure (PKI) conflicts with
the loose coupling between publishers and subscribers, a
key requirement for building scalable pub/sub systems.
For PKI, publishers must maintain the public keys of all
interested subscribers to encrypt events. Subscribers must
know the public keys of all relevant publishers to verify the
authenticity of the received events. Furthermore, traditional
mechanisms to provide confidentiality by encrypting the
whole event message conflict with the content-based
routing paradigm. Hence, new mechanisms are needed to
route encrypted events to subscribers without knowing
their subscriptions and to allow subscribers and publishers
authenticate each other without knowing each other.
In the past, most research has focused only on providing
expressive and scalable pub/sub systems, but little attention has been paid for the need of security. Existing
approaches toward secure pub/sub systems mostly rely
on the presence of a traditional broker network [20], [2], [9],
[22], [7], [18], [16]. These either address security under
restricted expressiveness, for example, by using only
keyword matching for routing events [22], [21] or rely on
a network of (semi-)trusted brokers [19], [17], [12].
Furthermore, existing approaches use coarse-grain epochbased key management and cannot provide fine-grain
access control in a scalable manner [22], [20]. Nevertheless,
Published by the IEEE Computer Society
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security in broker-less pub/sub systems, where the subscribers are clustered according to their subscriptions, has
not been discussed yet in the literature.
Building on our results of [23], this paper presents a new
approach to provide authentication and confidentiality in a
broker-less pub/sub system. Our approach allow subscribers to maintain credentials according to their subscriptions. Private keys assigned to the subscribers are labeled
with the credentials. A publisher associates each encrypted
event with a set of credentials. We adapted identity-based
encryption (IBE) mechanisms [4], [8] 1) to ensure that a
particular subscriber can decrypt an event only if there is a
match between the credentials associated with the event
and the key; and 2) to allow subscribers to verify the
authenticity of received events. Furthermore, we address
the issue of subscription confidentiality in the presence of
semantic clustering of subscribers. A weaker notion of
subscription confidentiality is defined and a secure overlay
maintenance protocol is designed to preserve the weak
subscription confidentiality.
In addition to [23], we also present 1) extensions of the
cryptographic methods to provide efficient routing of
encrypted events by using the idea of searchable encryption,
2) “Multicredential routing” a new event dissemination
strategy which strengthens the weak subscription confidentiality, and 3) a thorough analysis of different attacks on
subscription confidentiality. Moreover, the supplemental
document, which can be found on the Computer Society
Digital Library at http://doi.ieeecomputersociety.org/
10.1109/TPDS.2013.256, presents detailed analysis of the
correctness of cryptographic methods used in this paper and
a concise review of the related work.

2

SYSTEM MODEL AND BACKGROUND

2.1 Content-Based Publish/Subscribe
For the routing of events from publishers to the relevant
subscribers, we use the content-based data model. The event
space, denoted by , is composed of a global ordered set of d
distinct attributes (Ai ):  ¼ fA1 ; A2 ; . . . ; Ad g. Each attribute
Ai is characterized by a unique name, its data type, and its
domain. The data type can be any ordered type such as
integer, floating point, and character strings. The domain
describes the range ½Li ; Ui  of possible attribute values. A
subscription filter f is a conjunction of predicates, i.e.,
f ¼ fP red1 ^ P red2    ^ P redj g. P redi is defined as a tuple
ðAi ; Opi ; vi Þ, where Opi denotes an operator and vi a value.
The operator Opi typically includes equality and range
operations for numeric attributes and prefix/suffix operations for strings. An event consists of attributes and
associated values. An event is matched against a subscription f if the values of attributes in the event satisfy the
corresponding constraints imposed by the subscription.
We consider pub/sub in a setting where there exits no
dedicated broker infrastructure. Publishers and subscribers
contribute as peers to the maintenance of a self-organizing
overlay structure. To authenticate publishers, we use the
concept of advertisements in which a publisher announces
beforehand the set of events which it intends to publish.
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2.2 Attacker Model
Our attacker model is similar to the commonly used honestbut-curious model [22], [21]. There are two entities in the
system: publishers and subscribers. Both the entities are
computationally bounded and do not trust each other.
Moreover, all the peers (publishers or subscribers) participating in the pub/sub overlay network are honest and do
not deviate from the designed protocol. Likewise, authorized publishers only disseminate valid events in the system.
However, malicious publishers may masquerade the
authorized publishers and spam the overlay network with
fake and duplicate events. We do not intend to solve the
digital copyright problem; therefore, authorized subscribers
do not reveal the content of successfully decrypted events to
other subscribers.
Subscribers are, however, curious to discover the
subscriptions of other subscribers and published events to
which they are not authorized to subscribe. Similarly,
curious publishers may be interested to read events
published in the system. Furthermore, passive attackers
outside the pub/sub overlay network can eavesdrop the
communication and try to discover content of events and
subscriptions.
Finally, we assume the presence of secure channels for
the distribution of keys from the key server to the
publishers and subscribers. A secure channel can be easily
realized by using transport layer mechanisms such as
Transport Layer Security (TLS) or Secure Socket Layer (SSL).
2.3 Security Goals and Requirements
There are three major goals for the proposed secure pub/
sub system, namely to support authentication, confidentiality, and scalability.
Authentication. To avoid noneligible publications, only
authorized publishers should be able to publish events in
the system. Similarly, subscribers should only receive those
messages to which they are authorized to subscribe.
Confidentiality. In a broker-less environment, two aspects
of confidentiality are of interest: 1) the events are only
visible to authorized subscribers and are protected from
illegal modifications, and 2) the subscriptions of subscribers
are confidential and unforgeable.
Scalability. The secure pub/sub system should scale with
the number of subscribers in the system. Three aspects are
important to preserve scalability: 1) the number of keys to
be managed and the cost of subscription should be
independent of the number of subscribers in the system,
2) the key server and subscribers should maintain small and
constant numbers of keys per subscription, and 3) the
overhead because of rekeying should be minimized without
compromising the fine-grained access control.
2.4 Identity-Based Encryption
While a traditional PKI infrastructure requires to maintain
for each publisher or subscriber a private/public key pair
which has to be known between communicating entities to
encrypt and decrypt messages, identity-based encryption [6]
provides a promising alternative to reduce the amount of
keys to be managed. In identity-based encryption, any valid
string which uniquely identifies a user can be the public key
of the user. A key server maintains a single pair of public

520

IEEE TRANSACTIONS ON PARALLEL AND DISTRIBUTED SYSTEMS,

Fig. 1. Identity-based encryption.

and private master keys. The master public key can be used
by the sender to encrypt and send the messages to a user
with any identity, for example, an e-mail address. To
successfully decrypt the message, a receiver needs to obtain
a private key for its identity from the key server. Fig. 1
shows the basic idea of using identity-based encryption.
We want to stress here that although identity-based
encryption at the first glance appears like a highly
centralized solution, its properties are ideal for highly
distributed applications. A sender needs to know only a
single master public key to communicate with any identity.
Similarly, a receiver only obtains private keys for its own
identities. Furthermore, an instance of central key server
can be easily replicated within the network. Finally, a key
server maintains only a single pair of master keys and,
therefore, can be realized as a smart card, provided to each
participant of the system.
Although identity-based encryption has been proposed
some time ago, only recently pairing-based cryptography
(PBC) has laid the foundation of practical implementation
of identity-based encryption. Pairing-based cryptography
establishes a mapping between two cryptographic groups
by means of bilinear maps. This allows the reduction of one
problem in one group to a different usually easier problem
in another group. We utilize bilinear maps for establishing
the basic security mechanisms in the pub/sub system and,
therefore, introduce here the main properties. Let G
G1 and
G
G2 be cyclic group of order q, where q is some large prime.
A bilinear map is a function e^ : G
G1  G
G1 ! G
G2 that
associates a pair of elements from G
G1 to elements in G
G2 .
A bilinear map satisfies the following conditions:
1.
2.
3.

3

Bilinearity. e^ðux ; vy Þ ¼ e^ðuy ; vx Þ ¼ e^ðu; vÞxy , for all
u; v 2 G
G1 , and x; y 2 ZZ.
Nondegeneracy. e^ðu; vÞ 6¼ 1, for all u; v 2 G
G1 .
Computability. e^ can be efficiently computed.

APPROACH OVERVIEW

For providing security mechanisms in pub/sub, we
leverage the principles of identity-based encryption to
support many-to-many interactions between subscribers
and publishers. Although we subsequently demonstrate the
implementation of our security methods in terms of a
concrete variant called attribute-based encryption, it is
important to remark that our approach also benefits from
other identity-based encryption schemes.
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In our approach, publishers and subscribers interact with
a key server. They provide credentials to the key server and
in turn receive keys which fit the expressed capabilities in
the credentials. Subsequently, those keys can be used to
encrypt, decrypt, and sign relevant messages in the contentbased pub/sub system, i.e., the credential becomes authorized by the key server. A credential consists of two parts:
1) a binary string which describes the capability of a peer in
publishing and receiving events, and 2) a proof of its
identity. The latter is used for authentication against the key
server and verification whether the capabilities match the
identity of the peer. While this can happen in a variety of
ways, for example, relying on challenge response, hardware
support, and so on, we pay attention mainly at expressing
the capabilities of a credential, i.e., how subscribers and
publishers can create a credential. This process needs to
account for the many possibilities to partition the set of
events expressed by an advertisement or subscription and
exploits overlaps in subscriptions and publications. Subsequently, we use the term credential only for referring to the
capability string of a credential.
The keys assigned to publishers and subscribers, and the
ciphertexts, are labeled with credentials. In particular, the
identity-based encryption ensures that a particular key can
decrypt a particular ciphertext only if there is a match
between the credentials of the ciphertext and the key.
Publishers and subscribers maintain separate private keys
for each authorized credential.
The public keys are generated by a string concatenation
of a credential, an epoch for key revocation, a symbol
2 fSUB; P UBg distinguishing publishers from subscribers, and some additional parameters described in Section
5. The public keys can be easily generated by any peer
without contacting the key server or other peers in the
system. Similarly, encryption of events and their verification using public keys do not require any interaction.
Due to the loose coupling between publishers and
subscribers, a publisher does not know the set of relevant
subscribers in the system. Therefore, a published event is
encrypted with the public key of all possible credentials,
which authorizes a subscriber to successfully decrypt the
event. The ciphertexts of the encrypted event are then signed
with the private key of the publisher, as shown in Fig. 2.
The overlay network is maintained according to the
containment relationship between the subscriptions. Subscribers with coarser subscriptions are placed near the root
and forward events to the subscribers with less coarser
subscriptions. To maintain such a topology, each subscriber
should know the subscription of its parent and child peers.
When a new subscriber arrives, it sends the connection
request (CR) along with its subscription to a random peer
in the overlay network. The connection request is forwarded by possibly many peers in the overlay network
before it reaches the right peer to connect. Each forwarding
peer matches the subscription in the request with the
subscription of its parent and child peers to decide the
forwarding direction. Maintaining a relationship between
subscriptions clearly contradicts subscription confidentiality. Therefore, we show the approach to ensure a weaker
notion of subscription confidentiality in Section 6.
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Fig. 4. Prefix matching.
Fig. 2. Approach overview: Publisher has credentials to publish events
with two attributes A and B. Subscriber s6 has credentials to receive
events with attribute A.

4

CREATION OF CREDENTIALS

In the following, we will first describe the creation of
credentials for numeric and string attributes. Further
extensions to handle complex subscriptions are discussed
subsequently.

4.1 Numeric Attributes
The event space, composed of d distinct numeric attributes,
can be geometrically modeled as a d-dimensional space
such that each attribute represents a dimension in the space.
With the spatial indexing approach, the event space is
hierarchically decomposed into regular subspaces, which
serve as enclosing approximation for the subscriptions,
advertisements, and events. The decomposition procedure
divides the domain of one dimension after the other and
recursively starts over in the created subspaces. Fig. 3
visualizes the advancing decomposition with the aid of a
binary tree.
Subspaces are identified by a bit string of “0” and “1”s. A
subspace represented by dz1 is covered by the subspace
represented by dz2 , if dz2 is a prefix of dz1 . Subscription or
advertisement of a peer can be composed of several
subspaces. A credential is assigned for each of the mapped
subspace. For instance, in Fig. 3, f2 is mapped to two
subspaces and therefore possesses two credentials
f000; 010g. An event can be approximated by the smallest

Fig. 3. Numeric attribute.

(finest granularity) subspace that encloses the point
represented by it. To deliver the encrypted event, a
ciphertext must be generated for each subspace that
encloses the event so that the peer whose subscription
mapped to any of these subspaces should be able to
successfully decrypt the event. For example, an event 0010
is enclosed by the five subspaces 0010, 001, 00, 0, and .
For an event space with a large set of numeric attributes,
the number of mapped subspaces and, therefore, credentials for a subscription can be very large. This affects the
scalability of the system. We address this problem by
decomposing the domain of each attribute into subspaces
separately. The spatial indexing procedure is the same as
above; however, in this case, a separate decomposition tree
is built for each attribute. Each peer receives credentials
separately for each attribute in its subscription. The
number of credentials maintained
Pdfor each subscription or
advertisement is bounded by
i¼1 log2 ðZ i Þ, where Z i ¼
Ui Li
and
GranularityðiÞ
defines
the smallest addresGranularityðiÞ
sable value of the attribute Ai . Similarly,
the number of
P
subspaces matched by an event is di¼1 log2 ðZ i Þ.

4.2 String Attributes
The above spatial indexing technique can work with any
ordered data type with a known domain. String attributes
usually have a maximum number of characters. This allows
them to have known bounds. They can be linearized by
hashing or other linearization mechanisms and, thus, can
also be indexed [24].
Credentials for more expressive string operations such as
prefix matching can be generated using a trie. Each node in
the trie is labeled with a string, which serves as a common
prefix to all its descendants, as shown in Fig. 4. Each peer is
assigned a single credential, which is same as its subscription or advertisement. Events correspond to the leaf nodes
of the trie. To deliver an encrypted event, a ciphertext must
be generated with the label of each node in the path from
the leaf to the root of the trie, so that a peer whose
subscription matches any of the labels should be able to
successfully decrypt the event. In general, the number of
nodes on the longest path from a leaf to the root of a trie
associated with a string attribute Ai is equal to Li , where Li
is the length of the longest label assigned to a leaf node.
Similar mechanism can be used to generate credentials for
suffix matching.
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4.3 Complex Subscriptions
For a complex subscription with predicates on different
attributes, a subscriber receives separate credentials and,
thus, keys for each attribute. Using these keys, a subscriber
should be able to successfully decrypt any event with the
corresponding attributes, if he is authorized to read the
values associated with the attributes. In a content-based
pub/sub system, a subscription defines a conjunction on
predicates. An event matches a subscription if and only if
all of the predicates in the subscription are satisfied. To
ensure event confidentiality, a subscriber must not be able
to successfully decrypt any event which matches only parts
of its subscriptions. For example, consider a subscriber
with two subscriptions f1 ¼ fArea ¼ ½10; 20 ^ location ¼
Stuttgartg and f2 ¼ fArea ¼ ½40; 80 ^ location ¼ Londong.
If the credentials and, therefore, keys are assigned for
individual attributes, then the subscriber can also decrypt
the events matching the subscriptions f3 ¼ fArea ¼
½10; 20 ^ location ¼ Londong and f4 ¼ fArea ¼ ½40; 80 ^
location ¼ Stuttgartg, although he is not authorized to
read events matching the subscriptions f3 and f4 . To
properly ensure event confidentiality, all the keys associated with a subscription should be bound together, so
that keys associated with different subscriptions should not
be combined together.

5

PUBLISHER/SUBSCRIBER AUTHENTICATION AND
EVENT CONFIDENTIALITY

The security methods describe in this section are built
upon ciphertext-policy attribute-based encryption (in short
CP-ABE) scheme proposed by Bethencourt et al. [4]. In
particular, our modifications 1) allow publishers to sign and
encrypt events at the same time by using the idea of the
identity-based signcryption proposed by Yu et al. [25],
2) enable efficient routing of encrypted events (from
publishers to subscribers) by using the idea of searchable
encryption proposed by Boneh et al. [5], and 3) allow
subscribers to verify the signatures associated with all the
attributes (of an event) simultaneously. Our modifications
do not change the basic structure of the CP-ABE scheme
and preserves the same security strength, as discussed in
the supplemental document available online.

5.1 Security Parameters and Initialization
Let G
G1 and G
G2 denote the bilinear groups of prime
G2 j ¼ q, e^ : G
G1  G
G1 ! G
G2 denote an
order q, i.e., jG
G1 j ¼ jG
admissible bilinear map, and g denote a generator in
G
G1 . Moreover, let H1 : f0; 1g ! f0; 1gnu , H2 : f0; 1g !
G1 , and H4 : G
G2 ! f0; 1glog q desf0; 1gnm , H3 : f0; 1g ! G
ignate collusion resistant cryptographic hash functions.
The initialization algorithm
chooses ; ’ 2 ZZq ,
computes g1 ¼ g and h ¼ g’ ,
G1 , and
chooses g2 ; u0 ; m0 2 G
~ ¼ ðmi Þ of length nu
selects vectors ~
u ¼ ðui Þ and m
and nm , respectively, with every element chosen
uniformly at random from G
G1 .
The Master Public Key MPu is composed of ð^
e; g; g1 ; g2 ;
~
u; mÞ.This
master public key is known to every
h; u0 ; m0 ; ~
1.
2.
3.
4.
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peer in the system and is used for encryption and signature
verification. The Master Private key MPr is ð’; g2 Þ, and is
only known to the key server. The master private key is
used for generating private keys for publishers and
subscribers.

5.2 Key Generation for Publishers/Subscribers
Publisher keys. Before starting to publish events, a publisher
contacts the key server along with the credentials for each
attribute in its advertisement. If the publisher is allowed to
publish events according to its credentials, the key server
will generate separate private keys for each credential. Let
Credi;j denote the credential with label j for the attribute Ai ,
for example, CredT emp;0 denotes credential 0 of attribute
T emp. The public key of a publisher p for credential Credi;j
is generated as
P upi;j :¼ ðCredi;j k Ai k P UB k EpochÞ:
The key server will generate the corresponding private keys
as follows: For each credential Credi;j and a publisher p, let
vp ¼ H1 ðP upi;j Þ be a bit string of length nu and let vp ½k
denote the kth bit. Let i;j  f1; 2; . . . ; nu g be the set of all k
for which vp ½k ¼ 1. The key server chooses i;j 2 ZZq at
random and computes
!i;j
!
Y


p

0
i;j
¼: P rpi;j ½1; P rpi;j ½2 :
uk
;g
P ri;j :¼ g2 u
k2i;j

Subscriber keys. Similarly, to receive events matching its
subscription, a subscriber should contact the key server and
receive the private keys for the credentials associated with
each attribute Ai . In case of subscribers, the public key for a
credential Credi;j is given as
P usi;j :¼ ðCredi;j k Ai k SUB k EpochÞ:
A different symbol SUB is used to differentiate the keys
used for the verification of valid events from the ones used
to provide event confidentiality. The private keys are
generated as follows: The key server chooses s 2 ZZq at
random. The same s is used for all credentials associated
with a subscription. For each credential Credi;j , it calculates
i;j similar to the publisher’s case, chooses i;j 2 ZZq and
computes
!i;j
!’ !
Y
Y
s
s
0
i;j
0
uk
; g ; H3 u
uk
P ri;j : ¼ g2 u
¼:



k2i;j



P rsi;j ½1; P rsi;j ½2; P rsi;j ½3

k2i;j

:
s þ

Furthermore, a credential independent key P rs ½4 ¼ g2 ’ is
generated. Later, we will see that s along with P rs ½4 is
needed to bind the keys/credentials of a subscription
together. It is worth mentioning that the key P rsi;j ½3 is not
used to decrypt events but rather it facilitates the routing
of encrypted events from publishers to subscribers (cf.
Section 6.4).

5.3 Publishing Events
Encryption. When a publisher wants to publish an event
at random for each attribute
message M, it chooses bi 2 ZZqP
Ai of the event, such that b ¼ di¼1 bi . These random values
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ensure that only the subscribers who have matching
credentials for each of the attributes should be able to
decrypt the event. Furthermore, the publisher generates a
fixed-length random key SK for each event. More precisely,
the following steps are performed by the publisher to
encrypt an event:
Step 1. Compute: CT1 ¼ e^ðg1 ; g2 Þb SK; CT2 ¼ hb and;
CT3 ¼ BlockCipherðMsgk0 ÞSK , where Msg ¼ ðM; fP upi;j gÞ
defines a record that includes 1) the actual event message
M, and 2) the public keys of the credentials which authorize
the publisher p to send the event.
The cost of asymmetric encryption generally increases
with the size of the plaintext. Therefore, only a fixed-length
random key SK is encrypted using the private keys of
publisher. The record Msg is encrypted with a symmetric
encryption algorithm such as AES [15] or Triple DES [3],
using key SK.
During decryption, a subscriber does not know about the
credentials with which the event is encrypted and cannot
tell in advance whether he is authorized to read the event
message. Therefore, to enable the subscribers to detect the
successful decryption of events, Msg is appended with a
predefined number of zeros ðMsgk0 Þ. Alternatively, hash
of Msg, i.e., H2 ðMsgÞ, can be included in the ciphertext to
serve the same purpose.
Step 2. For each attribute Ai , compute CTi ¼ gbi . The CTi
0
ciphertexts along with CTi;j (created in Step 3) and P rsi;j ½3
are used for the routing of encrypted events (cf. Section 6.4).
Step 3. For each attribute of the event, a ciphertext should
be created for every credential that matches the value
associated with that attribute, so that a subscriber with any
of these credentials should be able to decrypt the event. For
example, in case of a numeric attribute with value mapped
to 0000, a ciphertext should be disseminated for the
credentials 0000, 000, 00, and 0.
the value of the
For each credential Credi;j that matches
Q
0
0
u
Þbi and CTi;j ¼
attribute AQ
i , compute CTi;j ¼ ðu
k
k2i;j
0
bi
eðH3 ðu k2i;j uk Þ; h ÞÞ, where i;j is calculated, as
H4 ð^
described above. The ciphertexts are ordered according
to the containment relationship (in descending order)
between their associated credentials, for example, for the
above example the order is ½CTi;0 , CTi;00 , CTi;000 , CTi;0000 .
Signature. Finally, the publisher p signs the ciphertexts
using its private keys. It computes vm ¼ H2 ðMÞ a bit string
of length nm . Let vm ½k denotes the kth bit and m 
f1; 2; . . . ; nm g be the set of all k for which vm ½k ¼ 1. For each
attribute, the credential Credi;j that authorizes the publisher
p to send the corresponding attribute value, p computes
sign
CTi;j
½1

¼

P rpi;j ½1

0

m

Y

! bi
mk

sign
; CTi;j
½2 ¼ P rpi;j ½2:

k2m

The credentials Credi;j are same to those included in CT3 .

5.4 Receiving Events
Decryption. On receiving the ciphertexts, a subscriber tries to
decrypt them using its private keys. The ciphertexts for each
attribute are strictly ordered according to the containment
relation between their associated credentials; therefore, a
subscriber only tries to decrypt the ciphertext whose
position coincides with the position of its credential in the
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containment hierarchy of the corresponding attribute. The
position of a credential can be easily determined by
calculating its length. For example, for a numeric attribute,
credential 0000 occupies fourth position in the containment
hierarchy, i.e., after 0, 00, and 000. Subscribers decrypt the
ciphertext in the following manner:
Step 1. The symmetric key SK is retrieved from the
ciphertext CT1 by performing the following pairing-based
cryptographic operations:


Qd e^ðP rsi;i ½1;CTi Þ
s
i¼1 e^ðP ri; ½2;CTi;i Þ CT1
i
¼ SK;
ð1Þ
DT ¼
e^ðCT2 ; P rs ½4Þ
where i is the credential assigned to the subscriber for the
attribute Ai .1 As mentioned above, for each attribute Ai ,
only the ciphertext that corresponds to the credential
assigned to the subscriber is used during decryption, i.e.,
CTi;i . The correctness of the operations performed by (1) is
discussed in the supplemental document available online.
Step 2. Symmetric key SK is then used to recover Msg ¼
ðM; fP upi;j gÞ from CT3 . The successful decryption of Msg is
detected by looking for predefined number of zeros appending the Msg record or verifying the hash of Msg, i.e., H2 ðMsgÞ.
Verification. A subscriber will only accept the message if
it is from an authorized publisher. To check the authenticity
of an event, subscribers use the master public key (MPu)
and perform the following steps: Q
sign
½1; gÞ, where
1. Compute: V TL ¼ e^ð di¼1 CTi;j
QdStep sign
CT
½1
represents
the
product
of
all received
i;j
i¼1
sign
½1 ciphertexts.
CTi;j
Q
Step 2. Compute: V TR1 ¼ di¼1 e^ðg
Q1d; g2 Þ. 0 Q
Qd
^
¼
e
ð
Step 3. Compute:
V
T
R2
i¼1 ðu
i¼1
k2i;j uk Þ;
Q
Q
sign
0
CTi;j
½2Þ, where di¼1 ðuQ
k2i;j uk Þ represents the product
sign
½2 is the product of all
of all P upi;j in CT3 and di¼1 CTi;j
sign
received CTi;j ½2 ciphertexts.
Q
Q
Step 4. Compute: V TR3 ¼ e^ðm0 k2m mk ; di¼1 CTi Þ.
The received event is authentic if the following identity
holds (see supplemental document, available online, for
details): V TL ¼ V TR1  V TR2  V TR3 .
Table 1 shows the worst case costs of our security
methods for numeric and string attributes.
To ensure forward and backward secrecy in the presence
of continuously arriving and leaving subscribers, we
proposed an epoch-based key management scheme that
provides fine-grain access control in a scalable manner.
The details are available in the supplemental document
available online.

6

SUBSCRIPTION CONFIDENTIALITY

In this section, we address to achieve subscription confidentiality in a broker-less pub/sub system.

6.1 Publish/Subscribe Overlay
The pub/sub overlay is a virtual forest of logical trees,
where each tree is associated with an attribute (cf. Fig. 5). A
1. A subscriber might have many credentials for a single attribute,
for example, log2 ðZ i Þ in the worst case for a numeric attribute Ai . Our
overlay topology maintenance (cf. Section 6.3) and event dissemination
(cf. Section 6.4) mechanisms ensure that a subscriber knows the exact
credential needed to decrypt the event.
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TABLE 1
Cost of Security Methods

subscriber joins the trees corresponding to the attributes of
its subscription. Similarly, a publisher sends an event on all
the trees associated with the attributes in the event.
Within each attribute tree, subscribers are connected
according to the containment relationship between their
credentials associated with the attribute. The subscribers
with coarser credentials (e.g., the ones mapped to coarser
subspaces in case of numeric attributes) are placed near the
root of the tree and forward events to the subscribers with
finer credentials. A subscriber with more than one
credentials can be handled by running multiple virtual
peers on a single physical node, each virtual peer maintaining its own set of tree links, as shown in Fig. 5. To
connect to an attribute tree, a newly arriving subscriber sn
sends the connection request along with its credential to a
random peer sr in the tree. The peer sr compares the request
credential with its own; if the peer’s credential covers the
request credential and the peer can accommodate more
children, it accepts the connection. Otherwise, the connection request is forwarded to all the children with covering
credentials and the parent peer with the exception of the
peer from which it was received. In this way, the connection
request is forwarded by many peers in the tree before it
reaches the suitable peer with covering credential and
available connection, as shown in Fig. 5.

6.2 Weak Subscription Confidentiality
It is infeasible to provide strong subscription confidentiality in a broker-less pub/sub system because the maintenance of the overlay topology requires each peer to know
the subscription of its parent as well as its children. To
address this issue, a weaker notion of subscription
confidentiality is required.
Definition 6.1. Let s1 and s2 denote two subscribers in a pub/sub
system which both possess credentials for an attribute Ai .
Weak subscription confidentiality ensures that at most the
following information can be inferred about the credentials of
the subscribers:

Fig. 5. Pub/Sub system with two numeric attributes.

1.
2.
3.

The credential of s1 is either coarser or equal to the
credentials of s2 .
The credential of s1 is either finer or equal to the
credentials of s2 .
The credentials of s1 and s2 are not in any containment
relationship.

6.3 Secure Overlay Maintenance
In the following, we propose a secure protocol to maintain
the desired pub/sub overlay topology without violating the
weak subscription confidentiality. For simplicity and without loss of generality, here we discuss the overlay maintenance w.r.t. a single tree associated with a numeric attribute
Ai and each of the subscribers owns a single credential.
The secure overlay maintenance protocol is based on the
idea that in the tree, subscribers are always connected
according to the containment relationship between their
credentials, for example, a subscriber with credential 00 can
only connect to the subscribers with credentials 0 or 00.
A new subscriber s generates a random key SW and
encrypts it with the public keys P usi;j for all credentials that
cover its own credential, for example, a subscriber with
credential 00 will generate ciphertexts by applying the
public keys P usi;0 and P usi;00 . The generated ciphertexts are
added to a connection request (CR) and the request is
forwarded to a random peer in the tree. A connection is
established if the peer can decrypt any of the ciphertexts
using its private keys.
Filling the security gaps. By looking at the number of
ciphertexts in the connection request, a peer can detect the
credential of the requesting subscriber s. For example, a
subscriber with credential 00 can only connect to 0 or 00, and
therefore, a connection request will have two ciphertexts,
whereas the connection request for 000 will have three
ciphertexts. In the worst case, a subscriber has a credential of
the finest granularity. This can be covered by log2 ðZ i Þ other
credentials, and therefore, a connection request contains in
the worst case that many ciphertexts. To avoid any information leak, ciphertexts in the connection request are always
kept in Oðlog2 Z i Þ (OðLi Þ for prefix matching) by adding
random ciphertexts if needed. Furthermore, the ciphertexts
are shuffled to avoid any information leak from their order.
A different random key SW is used for the generation of
each ciphertext to avoid any information leak to the peer
who has successfully decrypted one of the ciphertexts and,
thus, has recovered the random key SW . Otherwise, the
peer can try to generate ciphertexts by encrypting the
(recovered) SW with public keys for Oðlog2 Z i Þ (likewise
OðLi Þ) credentials and can easily determine the random
ciphertexts in the connection request and, thus, the

TARIQ ET AL.: SECURING BROKER-LESS PUBLISH/SUBSCRIBE SYSTEMS USING IDENTITY-BASED ENCRYPTION

credentials of the requesting subscriber s. Finally, to avoid
an attacker to generate arbitrary connection request
messages and try to discover the credential of other peers
in the system, the connection request is signed by the key
server. This step needs to be performed only once, when a
newly arriving subscriber authorizes itself to the key server
in order to receive private keys for its credentials.
Overall algorithm. The secure overlay maintenance protocol is shown in Algorithm 1. In the algorithm, the
procedure decrypt_request tries to decrypt one of the
ciphertexts in the connection request message.
Algorithm 1. Secure overlay maintenance protocol
at peer sq .
1: upon event Receive(CR of snew from sp ) do
2:
if decrypt requestðCRÞ ¼¼ SUCCESS then
3:
if degree(sq ) == available then //can have
child peers
4:
connect to the snew
5:
else
6:
forward CR to fchild peers and parentg  sp
7:
if decrypt requestðCRÞ ¼¼ F AIL then
8:
if sp ¼¼ parent then
9:
Try to swap by sending its own CR to the snew .
10:
else
11:
forward to parent
A child peer sq receives CR (of subscriber snew ) from the
parent sp only if the parent cannot accommodate more
children. If sq cannot be the parent of snew , i.e., snew ’s
credential is coarser than that of sq , then it tries to swap its
position with snew by sending its own connection request
(cf. Algorithm 1, lines 7-9). However, if none of the children
of parent sp can connect or swap with snew , then there is no
containment relationship between the credentials of the
children and snew . In this case, a parent should disconnect
one of its children to ensure the new subscriber is connected
to the tree.

6.4 Secure Event Dissemination
To publish an event, a publisher forwards the ciphertexts of
each attribute to the root of the corresponding attribute tree.
All the ciphertexts of an event are labeled with a unique
value such as sequence number of the event. This helps
subscribers to identify all the ciphertexts of an event
(though the ciphertexts for each attribute are received on
a separate tree). In this section, we describe two strategies to
route events (from publishers to the relevant subscribers) in
the pub/sub overlay network without violating the weak
subscription confidentiality.
One-hop flooding (OHF). In one-hop flooding, a parent
assumes that the children have the same credentials as its
own and forward each successfully decrypted event to all of
them. In turn, the children forward each event which was
successfully decrypted to all of their children and so on. In
this strategy, each subscriber maintains Oðd log2 ZÞ overlay
connections in worst case (one for each credential). Moreover, a child may have finer credentials than its parent and
may receive false positives. This strategy is detailed in the
supplemental document available online.
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Multicredential routing (MCR). MCR strategy targets
reduction in false positives by enabling parents to forward
only those event on each attribute tree that match the
credential of their children. In particular, every child
subscriber s on an attribute tree Ai informs each parent p
about the private key P rsi;i ½3 of the credential Credi;i
associated with the overlay connection to p. Upon receiving
an event on an attribute tree Ai , a parent p forwards the
0
event to a child s if one of the credentials (i.e., CTi;j ) under
which the event is encrypted matches the credential of the
private key P rsi;j ½3 submitted by the child s. More precisely,
the decision (DEC) to forward ciphertexts associated with
an attribute Ai to the child can be described as

0
eðP rsi;i ½3; CTi ÞÞ ¼ CTi;i ;
forward; if H4 ð^
ð2Þ
DEC ¼
drop;
otherwise:
Although the actual credentials of children are hidden from
the parent peers by the use of P rsi;j ½3 keys. Nevertheless, the
hidden credentials (i.e., P rsi;j ½3 keys) are not adequate to
ensure weak subscription confidentiality. This is because a
parent decrypts every event which it forward to its children
and, therefore, can eventually discover their credentials, for
example, by maintaining histories of the events forwarded
to each child.
To preserve weak subscription confidentiality, subscribers divide the original credential(s) for each attribute of
their subscriptions into a number of fine granular credentials and P rsi;j ½3 key for each (fine granular) credential is
forwarded to a separate parent in the corresponding
attribute tree. For example, credential 1 for a numeric
attribute can be divided into three credentials 10, 110, and
111, and a separate parent connection can be maintained (by
forwarding P rsi;j ½3 key) for each credential (obtained as a
result of division). This enables that the exact credential(s)
of an attribute of a subscription cannot be determined
unless multiple parents (with knowledge about the individual credentials) collude with each other. To ensure that a
subscriber always connects to a distinct parent for each of
its credentials, techniques such as broadcast revocation can
be used [13]. It is also important to mention that the
subscribers cannot generate P rsi;j ½3 keys for the fine
granular credentials obtained as a result of dividing the
original credential(s) and, therefore, should contact the key
server for the creation of P rsi;j ½3 keys. This step can be
performed at the same time when a new subscriber
authorizes itself to the key server.
A subscriber maintains at least kD credentials for each
attribute of its subscription. The parameter kD can be
defined by the system or selected by each subscriber
independently depending on its confidentiality requirements. In this strategy, a subscriber may maintain more
overlay connections than OHF if the number of credentials
per attribute (i.e., kD ) is more than log2 Z. However, the
complete subscription of the subscriber cannot be determined unless d:kD parents collude with each other.
Analysis of secure overlay maintenance (cf. Section 6.2)
and secure event dissemination (cf. Section 6.4) algorithms
to preserve weaker notion of subscription confidentiality as
well as traffic analysis and timing attacks on subscription
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TABLE 2
Throughput of Cryptographic Primitives

confidentiality are discussed in the supplemental document
available online.

7

PERFORMANCE EVALUATIONS

We evaluate three aspects of our system: 1) quantifying the
overhead of our cryptographic primitives, 2) benchmarking
the performance of our secure pub/sub system, and
3) analyzing attacks on subscription confidentiality. Here,
we only discuss the first two aspects and the evaluations
related to the analysis of subscription confidentiality are
available in the supplemental document available online.
Experimental Setup. Simulations are performed using
PeerSim [11]. Simulations are performed for up to N ¼
2; 048 peers. Unless otherwise stated, out-degree constraints
of the peers are chosen as log2 ðNÞ. The delays between the
communication links are chosen in the range [24 and
134 ms]. The complex subscriptions used during the
evaluations contain conjunction of predicates defined on
up to d ¼ 16 different attributes. We evaluate the system
performance under uniform (WL1 ) and skewed (WL2 )
subscription workloads, and with a uniform and skewed
event distribution. Skew is simulated using the widely used
80-20 percent Zipfian distribution with three to five hot
spots. The security mechanisms are implemented by the
pairing-based cryptography library [14]. The implementation uses a 160-bit elliptic curve group based on the
supersingular curve y2 ¼ x3 þ x over a 512-bit finite field.

7.1 Performance of Cryptographic Primitives
In this section, we measure the computational overhead of
our security methods. All of our measurements were
made on a 2-GHz Intel Centrino Duo with 2-GB RAM,
running Ubuntu 9. Table 2 shows the throughput of the
cryptographic primitives to perform encryption, decryption, signature, and verification. All reporting values
are averaged over 1,000 measurements. In our system,
pairing-based encryption is used to encrypt a random key
SK, which is later used to decrypt the actual event using
symmetric encryption (cf. Section 5.3). Therefore, the
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TABLE 4
Average CPU Utilization

message size is kept 128 bytes as this key length is good
enough for most symmetric encryption algorithms. Table 3
shows the computational overhead (in msec) from the
perspective of publishers and subscribers in our system. In
general, the cost of verification is high due to the fact that
it involves the computationally expensive pairing operations. Likewise, Table 4 shows the average CPU utilization
for publishers and subscribers.

7.2 Performance of Publish/Subscribe System
The pub/sub overlay proposed in Section 6.1 is similar to
DPS system [1] with modifications to ensure subscription
confidentiality. In this paper, we, therefore, evaluate
performance and scalability of the proposed pub/sub
system only with respect to the security mechanisms and
omit other aspects. In particular, we evaluate the performance of our system w.r.t. the overlay construction time
and the event dissemination delays.
In Fig. 6a, we measure the average delay experienced by
each subscriber to connect to a suitable position in an
attribute tree. Delay is measured from the time a subscriber
sends connection request message to a random peer in the
tree till the time the connection is actually established. The
evaluations are performed only for a single attribute tree.
Fig. 6a shows that the average connection time (delay)
increases with the number of peers in the system because of
the increase in the height of the attribute tree (each new hop
increases the network delay as well as time to apply
security methods). Furthermore, Fig. 6a shows that there is

TABLE 3
Computation Times for Publishers and Subscribers

Fig. 6. Performance evaluations.
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an overhead of approximately 230-300 ms due to security
mechanisms. Our evaluations with higher number of
attributes indicate that the average connection delay
experienced by a subscriber is independent to the number
of attributes. The reason being that each attribute tree is
created in parallel and a subscriber sends connection
request to connect multiple attribute trees at the same time.
Nevertheless, the average connection delay is affected by
the out-degree constraints of the peers participating in the
overlay network. Fig. 6b shows that for a fixed set of peers
(i.e., 1,024 peers for this experiment), the average delay
experienced by subscribers decreases significantly with the
increase in out-degree mainly because the resultant dissemination tree is fat (i.e., tree with smaller height). For the
similar reason, Fig. 6a reports that average connection time
(delay) increases very slightly with the number of peers.
The increase in the average connection delay is small
because the overall out-degree also increases with the
number of peers, resulting in only a small increase in the
height of the tree.
Fig. 6c measures the average time needed by the event
to be disseminated to all the relevant subscribers in the
system. For each subscriber, the time is measured from the
dissemination of the event by the publisher till it is
successfully decrypted and verified by the subscriber. For
the experiment, 160 publishers are introduced in the
system and each published 10 events. Fig. 6c shows that
the average time to disseminate an event increases with
the number of peers in the system because of the increase
in number of the relevant subscribers as well as the height
of the dissemination tree. Similar to the previous results,
there is an overhead of approximately 150-250 ms due to
security mechanisms.
The evaluation results obtained from WL2 show similar
trend. The rest of the evaluations can be found in the
supplemental document available online.
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