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Local-Prediction-Based Difference Expansion
Reversible Watermarking
Ioan-Catalin Dragoi, Member, IEEE, and Dinu Coltuc, Senior Member, IEEE

Abstract— This paper investigates the use of local prediction
in difference expansion reversible watermarking. For each pixel,
a least square predictor is computed on a square block centered
on the pixel and the corresponding prediction error is expanded.
The same predictor is recovered at detection without any additional information. The proposed local prediction is general and it
applies regardless of the predictor order or the prediction context.
For the particular cases of least square predictors with the same
context as the median edge detector, gradient-adjusted predictor
or the simple rhombus neighborhood, the local prediction-based
reversible watermarking clearly outperforms the state-of-the-art
schemes based on the classical counterparts. Experimental results
are provided.
Index Terms— Reversible watermarking, difference expansion,
adaptive prediction, least square predictors.

I. I NTRODUCTION

W

HILE classical watermarking introduces permanent
distortions, reversible watermarking not only extracts
the embedded data, but also recovers the original host
signal/image without any distortion. So far, three major
approaches have already been developed for image reversible
watermarking. They are reversible watermarking based on
lossless compression, on histogram shifting and on difference
expansion.
The lossless compression based approach substitutes a part
of the host with the compressed code of the substituted part
and the watermark [1], [2], etc. In order to avoid artifacts, the
substitution should be applied on the least significant bits area
where the compression ratio is poor. This limits the efficiency
of the lossless compression reversible watermarking approach.
A more efficient solution is the histogram shifting approach.
The histogram of a pixel based image feature (graylevel
[3], pixel difference [4], prediction error [5], interpolation
error [6]) is considered. A histogram bin is selected and the
space for data embedding is created into an adjacent bin (either
the bin located at the left or at the right). For instance, let
p be the value of the selected bin and let p + 1 (the bin to its
right) be considered for data embedding. The features greater
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than p are shifted with one position (by modifying with one
graylevel the value of the corresponding pixels). Furthermore,
the embedding is performed into the pixels with the feature
value equal to p. When a zero is embedded the pixel is left
unchanged, otherwise it is modified with one graylevel in
order to change the feature from p to p + 1. The procedure
is similar if p − 1 is considered for embedding, except that
the shifting proceeds to the left. In a single embedding level,
the approach provides an embedding capacity of the same
order as the size of the selected bin. For this reason, the
simple graylevel histogram used in the original approach of
[3] was replaced by Laplacian distributed histograms, with a
prominent maximum bin, like the prediction error histogram
and so on. The original approach considered the embedding
into the maximum of the histogram in order to maximize the
embedding bit-rate. Several other strategies have also been
investigated. For instance, the simultaneous embedding into
the maximum and the second in rank doubles the embedding
bit-rate provided in a single embedding level [7].
For embedding less than the size of the two largest histogram bins, a very efficient histogram shifting was proposed [8]. The embedding is performed into the smallest two
bins, one from the left and the other for the right, that provide
the needed capacity. Since only the tails of the histogram
must be shifted, the distortion is minimized. As the required
embedding capacity increases, more embedding stages are
performed. While in a single embedding stage the histogram
shifting approach introduces distortion of at most one graylevel
per pixel, this is no longer true for multiple embedding
levels. In such cases, the most efficient approach is difference
expansion (DE).
Introduced by Tian, [9], DE expands two times the difference between adjacent pairs of pixels. Then, if no overflow or
underflow appears, one bit of data is added to the expanded
difference. In fact, the expansion is a simple multiplication by
two. Thus, the least significant bit (LSB) of the difference is set
to zero and is substituted by a bit of data. The embedded pixels
are identified by using a location map with one bit for each
pair of pixels. The map is lossless compressed and embedded
into the image as well. At detection, the embedded bits are
immediately recovered as the LSBs of the pixel differences
and the original pixels are recovered. In a single embedding
stage, the scheme provides a bit-rate of at most 0.5 bpp.
In order to gain in embedding capacity, several improvements of the original DE scheme have been proposed. We
mention the increase of the theoretical embedding bit-rate from
0.5 bpp to n−1
n bpp obtained by simultaneously transforming
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groups of n pixels and embedding n − 1 bits per group [10].
The increase is obtained by reducing the size of the location
map from 1 bit per pair to 1 bit for a group of n pixels.
Results are reported for n = 3 or n = 4, where bit-rates
can reach 0.75 bpp. A major advance for the DE algorithms
is the increase of the theoretical embedding bit-rate to 1 bpp
obtained by embedding into each pixel (see [11]). For medical
images, a practical solution to increase the embedding bit-rate
is the adaptive switching between difference expansion and
histogram shifting in order to embed the large white (or black)
regions of such images [12]. Fast DE schemes have also been
proposed [13].
A continuous effort in DE and generally in reversible
watermarking is devoted to the improvement of the quality of
the algorithms. The aim is to reduce the embedding distortion.
An important advance in this direction is the replacement of
the location map by a histogram shifting procedure allowing the identification of the embedded pixels based on the
corresponding difference [11]. More precisely, the pixels that
cannot be embedded are modified in order to provide, at
detection, a greater difference than the embedded ones. The
pixels that cannot be shifted or embedded are identified by
an overflow/underflow map. The overflow/underflow map is
considerably more efficiently compressed than the original
location map. On the other hand, the DE with histogram
shifting distorts not only the embedded pixels, but also the notembedded ones. Up to 1 bpp, the DE with histogram shifting
outperforms the DE with location map. This changes for bitrates greater than 1 bpp (see [14]) and the implementations
with location map provide better results than the histogram
shifting based DE.
A straightforward idea to reduce the embedding distortion
consists of expanding lower differences. The most widely used
approach is the replacement of the simple pixel difference with
the prediction error (see [11]). Before predictors, let us briefly
discuss some other ideas. An interesting approach consists of
sorting the pixels based on the smoothness of their context in
order to embed into pixels with low corresponding differences
[15]–[17], etc. Another solution considers the embedding
both by adding and by subtracting the data bit and selects
the method that minimizes the global distortion [18]. The
distortion control scheme is also improved in [18]. An adaptive
scheme that embeds 2 bits into the pixels of flat regions and
1 bit into the pixels of rough regions is proposed in [19]. The
scheme avoids the expansion of pixels where the differences
(prediction errors) are susceptible to have large values and
at the same time provides high embedding capacity. The
approach recently proposed in [17] restricts the embedding at
3 bits/pair of pixels by eliminating the embedding of “1” into
both pixels. The loss in embedding bit-rate is minor compared
with the gain in quality by discarding the case that adds 1 bit
of distortion to both pixels. The scheme is efficient mainly for
low embedding bit-rates.
The improvement of the prediction is important for both
histogram shifting and difference expansion based reversible
watermarking schemes. The median edge detector predictor
(MED) used in [11] and [18], etc., is already a very good
predictor. We remind you that MED is also used in JPEG-LS
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standard [20]. With MED, the prediction context is composed
of the right, lower and lower-diagonal neighbors of a pixel.
The predictor tends to select the lower vertical neighbor
in cases where a vertical edge exists right to the current
location, the right neighbor in cases of a horizontal edge
below it, or a linear combination of the context pixels if no
edge is detected. The gradient-adjusted predictor (GAP) used
in CALIC (context-based, adaptive, lossless image coding)
algorithm [21], outperforms MED. GAP is more complex
than MED. It works on a context of 7 pixels and selects the
output based not only on the existence of a horizontal/vertical
edge, but also on its strength. A simplified version of GAP,
SGAP, provides almost similar results, but at a lower cost. The
schemes based on GAP and SGAP outperform the ones based
on MED (see [22]–[24]).
Lower estimation errors than the ones of MED and GAP
are provided by the simple average of the four horizontal
and vertical neighbors. The problem with the simple average
immediately appears by considering the usual raster scan
ordering for watermarking. Each watermarked pixel takes part
in the prediction of two other pixels, namely of the right
horizontal and of the lower vertical neighbors. In other words,
pixels are predicted by using two original pixel values and two
modified ones. This is because the average of the horizontal
and vertical pixels is neither a causal nor an anti-causal
predictor. A better solution is provided by the two stages
embedding of [16]. The image pixels are split in two equal
sets, diagonally connected, as the black and white squares of
a chessboard. The watermark is embedded in two stages. The
pixels of a set are marked by using for prediction the pixels
of the other set. The prediction of the first set is done with
original pixels, while the one for the second set uses already
modified pixels. On the entire image, the overall performance
of the two stages scheme slightly outperforms the direct raster
scan watermarking.
The reversible watermarking of [16] is very efficient.
It clearly outperforms the classical DE schemes based on
MED or GAP. The overall very good performances of the
simple average on the rhombus context are due to the fact
that prediction is performed on an entire neighborhood surrounding the pixel and not only on part of it. A context
adaptive version of the rhombus predictor of [16] that provides
slightly improved results has been reported in [25]. The
context adaptive predictor considers the average of the vertical
pixels, the average of the horizontal pixels or the average
of the four horizontal/vertical pixels. In [26], the prediction
on the rhombus context is computed by partial differential
equations (PDE). The prediction starts with the average of
the four horizontal/vertical neighbors. Then, the predictor
is updated until stability is reached by considering weights
computed from the gradients between the four neighbors and
the previous predictor. The PDE predictor may outperform
the simple average on rhombus. In [27], the rhombus context
is extended to the full 3 × 3 window and the central pixel
is estimated as 75% of the average of the horizontal/vertical
pixels and 25% of the average of the diagonal pixels. A slightly
improved version of the average on rhombus is obtained by
subtracting a fraction of the prediction error from the upper
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pixel and using the raster scan for embedding [28]. The idea
is inspired by the context embedding of [24] that spreads
the expanded prediction error over the prediction context in
order to reduce the overall embedding error. Finally, a more
significant improvement is reported in [29]. The prediction
error sequence is first computed with the simple average on
rhombus and the embedding is done by cleverly substituting blocks of the prediction error sequence with sequences
obtained by decompressing the message bits with codebooks
selected in order to minimize the distortion. The information
needed to recover a block is compressed, concatenated to
the message sequence and embedded in the next block. The
approach generalizes the prior work of [30].
The prediction can also be improved by using adaptive
predictors. For each image, the coefficients of the predictor are
computed in order to minimize the prediction error. A popular
solution is the least squares (LS) prediction, namely the
solution minimizes the sum of squares of the prediction error.
The LS solution computed for the context of MED usually
slightly outperforms the results obtained for MED. The use of
LS is somehow natural since the mean square error (PSNR)
is used to evaluate the results. Other optimization techniques
can be used as well. For instance, in [31], genetic algorithms
are used for a threshold optimization problem in reversible
watermarking.
Since image statistics change from one region to another, a
straightforward idea is to use multiple local predictors instead
of a single global predictor. Thus, one can split the image
into blocks and one can compute a distinct LS predictor for
each block. The smaller the blocks, the better the prediction.
On the other hand, the use of a predictor for each image
block increases the size of the additional information. The
LS predictors computed for the entire image or for image
blocks cannot be recovered at detection, since the image is
modified during the marking stage. Thus, the predictors should
be embedded into the marked image in order to be available at
detection. This limits the number of predictors in block based
prediction schemes.
This paper investigates the use of local LS prediction in
DE reversible watermarking. The basic idea is to compute, for
each pixel, a distinct LS predictor on a block centered on the
pixel. The most interesting aspect of our approach is the fact
that the same predictor is recovered at detection, avoiding the
need of embedding a large amount of additional information.
The proposed local prediction is general and can be applied
regardless of the predictor order or the prediction context.
For the particular case of pixel estimation as the average of
its four horizontal and vertical neighbors, the proposed adaptive reversible watermarking clearly outperforms the scheme
of [16], [25], [26], etc. Similarly, the schemes based on
local prediction on the context of MED, GAP or SGAP
significantly outperform the classical reversible watermarking
counterparts.
The outline of the paper is as follows. The difference
expansion reversible watermarking is briefly reminded in
Section II. The local prediction based reversible watermarking
is discussed in Section III. Experimental results and comparisons with the classical schemes and notably, with the scheme
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of [16], are presented in IV. Finally, conclusions are drawn in
Section V.
II. D IFFERENCE E XPANSION R EVERSIBLE
WATERMARKING
We briefly remind the basic principles of the difference
expansion with histogram shifting (DE-HS) reversible watermarking for the case of prediction-error expansion (also called
prediction-error expansion). The section introduces the LS prediction as well.
A. Basic Reversible Watermarking Scheme
Let x̂ i, j be the estimated value of the pixel x i, j .
The prediction error is:
ei, j = x i, j − x̂ i, j

(1)

Let T > 0 be the threshold. The threshold controls the
distortion introduced by the watermark. Thus, if the prediction error is less than the threshold and no overflow or
underflow is generated, the pixel is transformed and a bit of
data, b, is embedded. The transformed pixel is:
x i, j = x i, j + ei, j + b

(2)

The embedded pixels are also called carrier pixels (see [12]).
The pixels that cannot be embedded because |ei, j | ≥ T
(the non-carriers) are shifted in order to provide, at detection,
a greater prediction error than the one of the embedded pixels.
These pixels are modified as follows:

if ei, j ≥ T
x i, j + T,
(3)
x i, j =
x i, j − (T − 1), if ei, j ≤ −T.
The underflow/overflow cases are solved either by creating a
map of underflow/overflow pixels or by using flag bits [11].
Let us suppose that, at detection, one gets the same predicted
value for the pixel x i, j . The prediction error at detection is:
ei, j = x i, j − x̂ i, j

(4)

The discrimination between embedded and translated pixels
is provided by the prediction error. If −2T ≤ ei, j ≤ 2T + 1
one has an embedded pixel. For the embedded pixels one has
ei, j = 2ei, j + b and b follows as the LSB of ei, j . The original
pixel is immediately recovered as:
x=

x i, j + x̂ i, j − b

(5)
2
For the shifted pixels, the original pixel recovery follows by
inverting equation (3).
As long as at detection one has the same predicted value, the
reversibility of the watermarking scheme is ensured. The same
predicted value is obtained if the pixels within the prediction
context are recovered before the prediction takes place.
Let us suppose that the watermarking proceeds in a certain
scan order. The decoding should proceed in a reverse order.
The first pixel restored to its original value is the last embedded one. Obviously, for the last embedded pixel, one has the
same prediction context both at detection and at embedding.
Once the last embedded pixel has been restored, one recovers
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the context for the prediction of its predecessor and so on.
Usually, anti-causal predictors are used and the embedding is
performed in raster scan order, row by row, from the upper
left to the lower right pixel. The use of anti-causal predictors
with the normal raster scan has the advantage of using for
prediction only the original pixel values.
Before going any further, a comment should be made.
In fact, as shown in [24], it is not the predicted value that
should be exactly recovered at detection, but the expanded
prediction error.
The embedding capacity of the basic DE HS scheme is given
by the number of pixels that are embedded with equation (2),
namely the pixels having the absolute prediction error lower
than the threshold. Obviously, the capacity depends on the
prediction error, i.e. on the quality of the prediction.

Fig. 1.

Test images: Lena, Mandrill, Jetplane, Barbara, Tiffany and Boat.
TABLE I

B. Linear Prediction
As said above, adaptive predictors can provide better results
than fixed predictors like MED, GAP, the average on the four
horizontal and vertical neighbors, etc. We shall focus on linear
predictors. By linear prediction, image pixels x i, j are estimated
by a weighted sum over a certain neighborhood of x i, j . In
order to simplify the notations, we consider an indexing of
the neighborhood (prediction context), p = 1, . . . , k, namely
x i,1 j , . . . , x i,k j , where k is the order of the predictor. Let
v = [v 1 , . . . , v k ] be the column vector with the coefficients of
the predictor. Let xi, j be the row vector obtained by ordering
the context of x i, j according to the indexing. The predicted

p
pixel, x̂ i, j = kp=1 v p x i, j , can be written in closed form as:
x̂ i, j = xv

(6)

A rather similar form, used mainly in linear regression,
includes also a constant term:
x̂ i, j = v 0 +

k


p

v p x i, j

(7)

p=1

When the constant term is used, the vector xi, j is extended
by adding a first element, x i,0 j = 1. We shall consider mainly
this latter form. The predicted value and the prediction error
depend on v. We shall further write x̂ i, j (v) and ei, j (v).
A popular solution to the linear regression problem is the
least square (LS) approach. We remind that the LS considers
the weights that minimize the sum of the squares of the
prediction error. The LS predictor is the one that provides:

min
ei, j (v)2
(8)
v

i

j

Let y be the column vector obtained by scanning the image
along the rows and let X be the matrix whose rows are the
corresponding context vectors as defined above. The prediction
error vector is y − Xv. Equation (8) corresponds to the minimization of (y−Xv) (y−Xv), where “ ” denotes vector/matrix
transposition. By taking the partial derivatives of the square
error with respect to the components of v and by setting them
equal to zero one gets XX v = X y and, finally:
v = (X X)−1 X y

(9)

T HE M EAN S QUARED P REDICTION E RROR FOR R HOMBUS AVERAGE ,
G LOBAL P REDICTION AND THE P ROPOSED L OCAL P REDICTION
ON S IX S TANDARD T EST I MAGES

III. L OCAL P REDICTION R EVERSIBLE WATERMARKING
An adaptive global predictor estimates all the pixels of the
image. Since the statistics of the image change from a region
to another, it is very improbable that the predictor will have
good performances everywhere. By dividing the image into
blocks and by computing a distinct predictor for each block,
one expects that the predictor will provide better results. The
problem is to select the size of the blocks or, equivalently, the
number of blocks. The larger the number of blocks, the better
the prediction. The limit is the case when one computes one
distinct predictor for each pixel.
In order to illustrate the reduction of the prediction error
provided by using a distinct predictor for each pixel, a simple
example is presented. Let us consider the case of the rhombus
context and let us evaluate the mean squared prediction error
for local LS prediction computed on a B × B sliding window,
with B = {8, 12, 16}. The results for six standard 512 × 512
test images, Lena, Mandrill, Jetplane, Barbara, Tiffany and
Boat (see Fig. 1) are presented in Table I. From Table I
it clearly appears that, for all three values of B, the local
predictors outperform both the average on the rhombus and
the global predictor. The improvement depends on the image
content, namely it is more significant for images with a high
content of texture or fine details than for the ones with large
uniform areas. Two examples of prediction error histograms
are presented in Fig. 2, one for a predominantly uniform image
(Lena) and the other for an image with large textured areas
(Barbara).
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Fig. 2. The prediction error histograms for the rhombus average, global
prediction and local prediction on two test images.

Fig. 3.

Blocks for local predictor computation.

As briefly discussed in Section II-A, the predicted pixel
is either embedded or shifted by the reversible watermarking
scheme. Since pixels are modified, the predictor computed on
an original block at the embedding stage cannot be recovered
from an already embedded block. The solution for such a block
based scheme is to embed the coefficients of the predictor into
the image as additional information in order to be available
at detection. This strategy limits the number of blocks, since
the gain obtained by improving the prediction is lost by the
increase of the additional information size.
A. Local Prediction
Next, we investigate the computation of a distinct predictor
for each pixel. Obviously, the embedding of the predictors
coefficients into the image is out of the question. Therefore,
instead of computing the predictors on original image blocks,
we investigate the computation on blocks containing both
original and modified pixels.
Let the pixels be embedded in a raster-scan order, pixel by
pixel and row by row, from the upper left corner to the lower
right one. Obviously, the decoding proceeds in reverse order,
from bottom to top, starting with the last embedded pixel.
Let us consider the decoding and let x i, j be the current
pixel. Let us take a block of pixels centered on x i, j . If one
compares the block taken at detection, before the decoding
of x i, j , with the same block, but taken at embedding, before
the embedding of x i, j , it immediately appears that only x i, j
is different (Fig. 3). Obviously, since the decoding starts with
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the last embedded pixel, all the pixels that follow the current
pixel in the raster-scan order have already been decoded.
The observation that, except the central pixel, the blocks
centered on a pixel at embedding are exactly recovered at
detection, suggested to us the computation of the predictor for
each pixel on a B × B block centered on it and the recovery of
the same predictor at detection. Thus, instead of considering
as in Section II-B, the matrix X and the vector y for the
entire image, one should consider a matrix Xi,j and a vector
yi,j by taking only the pixels having the prediction context
included into the B × B block centered on the pixel x i, j . Then
the current predictor vi,j is computed (for instance, by using
equation (9)) and so on.
Obviously, the current pixel cannot be considered in the
computation of the current predictor. Meanwhile, the current
pixel appears in the prediction context of other pixels of the
block. If the prediction context has k pixels, the central pixel
takes part in k other prediction equations. There are two
solutions:
1) The vector corresponding to the central pixel, xi,j , as
well as the ones that contain the central pixel (xl,m , with
x i, j ∈ xl,m ) are eliminated from Xi,j and the central pixel
as well as the pixels xl,m are eliminated from yi,j ;
2) Before the construction of Xi,j and yi,j , the central pixel
of the block x i, j is replaced by an estimate x̃ i, j computed
by using a fixed predictor as the one of equation (10).
The first solution is simple, but does not consider the pixels
close to the current pixel as sample data for the computation
of the current predictor. The second solution eliminates this
drawback, even if instead of the true central pixel value we
use an estimate.
Since the average on rhombus appears to provide a very
good prediction, we shall use it for the estimation of the central
pixels:
x̃ i, j =

x i−1, j + x i+1, j + x i, j −1 + x i, j +1
4

(10)

Since x̃ i, j is not used directly in watermarking, no rounding of
the average to integer values is necessary. It should be noticed
that two out of the four pixels used to compute x̃ i, j , the left
horizontal and the upper vertical neighbors, x i, j −1 and x i−1, j ,
are not original pixels, but already embedded ones. Obviously,
x̃ i, j replaces x i, j only in Xi,j , not in the cover image.
The predictors for the border pixels placed on the first (last)
B/2 rows and columns cannot be computed by using a fully
centered B × B block. For such pixels, either the prediction
is performed in a reduced size block, or by using a common
fixed predictor. We shall consider the latter solution.
B. Proposed Scheme
The proposed scheme consists of a basic reversible watermarking scheme (as described in Sect. II-A) tailored for the
local prediction discussed in Sect. III-A. Let us suppose
that a certain prediction context has been selected, as, for
example, the context of a common predictor used in reversible
watermarking like rhombus, MED, GAP or SGAP. The corresponding fixed predictor will be used for the border pixels,

1784

IEEE TRANSACTIONS ON IMAGE PROCESSING, VOL. 23, NO. 4, APRIL 2014

while a local LS predictor will be computed for the other
pixels. Let B × B be the size of the window for local predictor
computation and let T be the embedding threshold. The shape
of the prediction context and B are parameters that should be
stored (together with T ) in a header in order to be available
at detection.
Let the image pixels be processed in raster-scan order
starting from the upper left corner. For each pixel x i, j , the
marking proceeds as follows:
1) Compute x̂ i, j using a fixed predictor (border pixels) or
the following local LS prediction scheme (other pixels):
a) Extract the B × B block centered on x i, j ;
b) Replace the central pixel in the block with x̃ i, j
(equation (10));
c) Create Xi,j and yi,j by scanning the block;
d) Compute the local predictor vi,j by solving yi,j =
Xi,j vi,j (for instance, with equation (9));
e) Compute x̂ i, j with equation (7);
2) Compute the prediction error ei, j with equation (1);
3) Compute x i, j with equation (2) if |ei, j | < T (embedding), or with equation (3) (shifting) otherwise;
4) If x i, j ∈ [0, 255] (i.e., no overflow/underflow) replace
x i, j by x i, j and, if x i, j ∈ [0, T − 1] ∪ [255 − T, 255],
insert the flag bit b = 1 into the next embeddable pixel;
5) If x i, j ∈
/ [0, 255], do not replace x i, j and insert the
flag bit b = 0 into the next embeddable pixel.
The detection proceeds pixel by pixel and row by row,
starting with the last marked pixel. According to pixel position,
the appropriate predictor is selected. If the pixel is a border
pixel, the fixed predictor is used. Otherwise, the least square
predictor is computed for the data block centered on the
current pixel. If the pixel has been embedded, the message
bit is extracted and the original pixel is recovered. If the pixel
has been shifted, it is simply shifted in the opposite direction
and so on.
Before going any further, it should be noticed that the
proposed local prediction scheme applies regardless of the size
or the shape of the prediction context. If the watermarking is
done pixel by pixel in raster-scan order, it appears that only
half of the pixels within the block are original pixels. The other
half of pixels has already been modified by the watermarking
procedure (see Fig. 3).
IV. E XPERIMENTAL R ESULTS
In this section, experimental results of the proposed local
prediction based reversible watermarking scheme are presented. Besides the classical test images already used in
Section III, we shall also use the graylevel version of the
Kodak test set (Fig. 4). The Kodak set is composed of
24 true color (24 bits) images of sizes 512 × 768. As
far as we know, these images have been released by the
Eastman Kodak Company for unrestricted usage. The images
are provided in Portable Network Graphics (PNG) format at
http://www.r0k.us/graphics/kodak/. Graylevel versions of the
full color test images have been computed as a weighted average of the three color channels, namely 0.2126R + 0.7152G +
0.0722B.

Fig. 4. Graylevel versions of Kodak test images 1–24: from left to right and
from top to bottom.

Fig. 5. Variation of the experimental results (PSNR versus bit-rate) with the
size of the block for the test image Barbara: (a) full-scale; (b) zoomed.

A. Experimental Results on Rhombus Context
The effect of the block size is first investigated. The results
on the graylevel set for block sizes varying from 7×7 to 25×25
have been analyzed. We noticed that the optimal block size
depends on the test image. Thus, one gets 13 × 13 for Lena,
12×12 for Jetplane, 17×17 for Mandrill, 11×11 for Barbara,
12 × 12 for Tiffany and 9 × 9 for Boat. On the other hand, the
prediction is rather robust against moderate variations of the
block size. See, for instance, the results presented in Fig. 5 for
the test image Barbara. Without zooming, the results obtained
for blocks in the range 9 × 9 to 13 × 13 are indistinguishable.
The analysis of the experimental results shows that 12 × 12
is a good compromise for the block size. Compared to the
optimum values determined for each image, by using a fixed
block of size 12 × 12, the loss is less than 0.15 dB. The
maximum loss, 0.12 dB, appears for the test image Mandrill.
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Fig. 6. Experimental results for local predictors computed with and without
the central pixel (Jetplane).

Fig. 7. Experimental results for local predictors (LP) computed with and
without the constant term (Lena).

The above results are obtained by replacing, before the
generation of Xi,j and yi,j , the central pixel with the average of
its four horizontal and vertical neighbors (equation (10)). We
have also tested the elimination of the rows corresponding to
the central pixel and to the four pixels that contain the central
pixel in their prediction context, but the results are slightly
worse. The improvement obtained by using an estimated
central pixel is generally less than 0.1 dB. The improvement is
slightly larger on Jetplane, namely it reaches 0.25 dB (Fig. 6).
We have tested the LS predictor both with (equation (7))
and without constant term. While for the entire image the
results provided by the two LS predictors are identical, for the
local prediction based watermarking the use of a constant term
provides better results on all the test images. The difference is
noticeable: one gets an average of 0.34 dB on Lena, 0.1 dB on
Mandrill, 0.18 dB on Jetplane, 0.6 dB on Barbara, 0.24 dB on
Tiffany and 0.17 on Boat. The results for Lena are presented
in Fig. 7.
Let us further consider the local prediction with the following features: rhombus context plus constant term, the
current pixel estimated with equation (10) and the computation performed within a 12 × 12 sliding block. The DE-HS
scheme based on local prediction is compared with the global
prediction scheme on rhombus context and with the state of
the art scheme of [16]. The experimental results for the test
images of Fig. 1 are presented in Fig. 8.
The proposed scheme clearly outperforms both the global
linear prediction based scheme and the two-stages scheme
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of [16]. The best results are obtained for Barbara. Compared
with the results of the previously mentioned schemes, the
proposed approach provides an average gain in PSNR of
about 2.5 dB. At high bit-rates (larger than 0.85 bpp), the
proposed scheme outperforms the two-stages scheme of [16]
by 5.6 dB and offers an increase in bit-rate of 0.08 bpp. The
increase in bit-rate corresponds to the embedding of an extra
21,000 pixels. A significant increase of the bit-rate appears for
Mandrill (0.07 bpp) and for Tiffany (0.036 bpp) as well.
The results are also very good for Boat. One gets an average
gain in PSNR of 2 dB compared with [16] and of 1.8 dB
compared with the global prediction scheme. Good results
are obtained for Mandrill and for Tiffany. For Mandrill, the
proposed scheme outperforms [16] by 1.3 dB and the simple
global prediction by 1.05 dB. For Tiffany, one gets a gain of
0.9 dB compared with [16] and of 1.15 dB compared with the
global prediction scheme.
For the last two test images, Lena and Jetplane, the increase
in PSNR is still easily noticeable, but not as large as on
the other images. We have on Lena an increase of 0.55 dB
compared with the scheme of [16] and of 0.65 dB compared
with the results provided by the global prediction based
scheme. Finally, for Jetplane, compared with the results of [16]
and of the global prediction based scheme, an improvement
of 0.5 dB is obtained.
As it can be seen in Fig. 8, the scheme based on the global
predictor outperforms the rhombus interpolation of [16] only
on Mandrill and on Boat. As previously mentioned, the main
advantage of the proposed scheme is the ability to adapt to
the local context of each individual pixel. This can be seen
on Barbara where the patterns are clear, at least to the human
eye: a rhombus pattern for the table cloth and stripes for the
clothes. Because of the viewing angle and of the creases in
the cloth, the orientations of the stripes vary. Thus, the cloth
around the head is a very good example: the lines, slanted
to the left, rotate clockwise as we get to the right, where
they are almost vertical. At the right of the vertical stripes,
there are horizontal ones as well. For this type of regions
the ability to only use the closest pixels for generating the
predictor is crucial, since the patterns change quickly, affecting
the prediction coefficients obtained from large blocks. This
also explains the good results on the other textured images,
like Mandrill and Boat. On the other end of the spectrum, we
have Jetplane, an image with large uniform areas, ideal for
the rhombus average. The uniform areas are correctly solved
by the proposed scheme as well, but one cannot expect much
improvement compared with the simple average. Of course,
there are also contours and more complex areas, like the
mountains, where the local prediction gives better results.
The case of Lena is rather similar to the one of Jetplane.
One has rather large uniform areas where the simple average
performs well. Because of this, we have a smaller increase in
performance when compared with the other test images.
Next, we tested the rhombus local prediction scheme on
the Kodak graylevel test images and we compared our results
with the ones of [16] and those of global prediction. The
improvements are rather similar with the ones obtained for
the classical graylevel test images. On the entire Kodak set,
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Fig. 8.

Experimental results for local prediction on rhombus neighborhood.

the average improvement over [16] is of 1.34 dB with an
average maximum improvement of 2.31 dB. The results are
presented in Table II. The average improvement over the global
prediction is 1.22 dB with an average maximum improvement
of 1.79 dB (Table III). The use of optimally sized blocks for
each image instead of 12×12 blocks would have increased the
average improvement on the entire Kodak set from 1.34 dB to
1.38 dB. Since the difference is negligible, 12 × 12 appears as
a very good choice for local prediction on rhombus context.
Besides [16], we compared the results provided by the local
prediction on rhombus context with the ones available in some
more recent papers [19], [26], [27], [29], [30], [32], and [33].
For images with large textured or fine details regions, the
local prediction appears to significantly outperform the other
methods. For images with large uniform areas, the local
prediction still seems to clearly outperform the other methods
at embedding bit-rates greater than 0.5-0.6 bpp. Results for
Lena and Mandrill are presented in Table IV.
B. Experimental Results for Other Prediction Contexts
We shall also investigate the local prediction on other
prediction contexts widely used in reversible watermarking.
We consider the MED context (consisting of x i+1, j , x i, j +1 and
x i+1, j +1 ), the GAP context (x i+1, j , x i, j +1 , x i+1, j −1 , x i+1, j +1 ,
x i+2, j , x i, j +2 and x i+2, j −1 ) and the SGAP one (x i+1, j , x i, j +1 ,
x i+1, j −1 and x i+1, j +1 ) [24].
Our experiments on the test images of Fig. 2 show that
the size of the block should be adjusted for each particular
predictor. The selected block sizes (based on the results for the
entire set of images) are 8 × 8 for MED context, 13 × 13 for
GAP context and 10×10 for SGAP context. It appears that the
size of the prediction context is correlated with the size of the
optimal block. Thus, the smallest neighborhood, the MED one
(3 pixels), needs the smallest sliding block, while the largest

neighborhood, the GAP context (7 pixels), corresponds to the
largest block size.
It should also be noticed that both the SGAP context and
the rhombus one are 4 pixels large. In spite of this, their
corresponding optimal block sizes are different, 10 × 10 for
SGAP and 12 × 12 for the rhombus context. A possible
explanation for this difference is the fact that the context pixels
for SGAP are closer to each other than the ones of the rhombus
context and, consequently, the variation between the context
pixels of SGAP is lower than the one corresponding to the
rhombus neighborhood.
As expected, the proposed approach gives very good results
for these contexts as well. As for the rhombus case, the local
predictor based schemes appear to significantly outperform
both the corresponding global prediction based schemes and
the DE-HS schemes based on MED, GAP, SGAP predictors.
The local prediction schemes offer an average increase in
PSNR between 0.6 dB (on Jetplane) and 3.3 dB (on Barbara)
compared with the corresponding schemes based on the standard predictors. The ranking between the performances of the
reversible watermarking schemes based on local prediction is
similar to the one of the schemes based on the classical counterparts. Thus, from best to worst we have the rhombus based
scheme followed by the GAP, SGAP and MED ones. The
experimental results for the local predictors and the standard
predictors based DE-HS schemes are presented in Fig. 9.
The local rhombus predictor based scheme appears to
outperform the other schemes. For two of the test images,
Barbara and Tiffany, the local prediction for the GAP context
outperforms the local prediction for rhombus at high capacity
(greater than 0.65 bpp for both images). For Tiffany, not only
the results for GAP, but also the ones for SGAP outperform
the ones for the rhombus context at high capacity. The average
gain in PSNR for high capacity is of about 0.5 dB for Barbara
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TABLE II
G AIN ON K ODAK S ET OF L OCAL P REDICTORS BASED S CHEMES W ITH R ESPECT TO C LASSICAL C OUNTERPARTS BASED O NES

TABLE III
G AIN ON K ODAK S ET OF L OCAL P REDICTORS BASED S CHEMES W ITH R ESPECT TO G LOBAL P REDICTOR BASED O NES

and of 0.27 dB for Tiffany. For capacities lower than 0.65 bpp
the results are inferior to the ones obtained with the rhombus
neighborhood.

It is interesting to compare the local prediction based
schemes for MED, GAP and SGAP contexts with the scheme
of [16] based on the average on rhombus. On three test images,
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TABLE IV
PSNR V ERSUS B IT-R ATE : C OMPARISONS W ITH S OME R ECENT R ESULTS

Fig. 9.

Experimental results for the classic predictors and the proposed local linear prediction (LP) with different neighborhoods.

(Barbara, Tiffany and Boat), all the local predictors based
schemes outperform [16]. The weakest of the three, the MED
context based one, provides an average increase in PSNR of
1.4 dB for Barbara, 0.3 dB for Tiffany and 1.2 dB for Boat.
On two images, Lena and Mandrill, the results for the MED
context and, at low capacities, for GAP and SGAP contexts as
well, overlap with those from [16]. Finally, on Jetplane neither
of the three local predictors outperforms [16]. On the other
hand, the results of [16] outperform the ones of the classical
MED, GAP or SGAP based schemes.
We finally tested the local prediction with the MED, SGAP
and GAP context on the Kodak image set. The comparison
with the fixed prediction based schemes is presented in Table II
and the one with global prediction in Table III. The local prediction scheme outperforms its fixed and global counterparts
on the entire set, regardless of the pixel context. A comparison
of the results of Tables II and III shows that the schemes based

on rhombus, MED and SGAP are slightly outperformed by the
ones based on global predictors. The exception is provided
by the case of GAP where the fixed predictor based scheme
outperforms with an average of 0.68 dB the one based on the
global predictor.
The proposed local prediction based schemes for MED,
SGAP and GAP contexts can outperform the standard rhombus
based scheme of [16]. The average gain on the entire Kodak
set versus [16] is 0.08 dB for LP MED, 0.21 dB for LP SGAP
and 0.05 dB for LP GAP. LP MED offers a maximum average
improvement of 2 dB (image 8), but can also bring a loss of
at most 1.08 dB (image 18). For LP SGAP the maximum
improvement is 2.05 dB (image 8) and the loss is at most
1.02 dB (image 18). LP GAP brings a maximum improvement
of 1.83 dB (image 8) and a possible loss of at most 1.1 dB
(image 13). As expected, the LP scheme based on rhombus context outperforms the other three LP based schemes.
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It should be noticed that the LP scheme based on rhombus
operates in a single stage in raster-scan order, not in two stages
as the one of [16].
The results presented above have been obtained by using
8 × 8 blocks for LP MED, 10 × 10 blocks for LP SGAP
and 13 × 13 blocks for LP GAP. Just as it was previously
observed on the rhombus based context, the use of optimal
sized blocks for each image provides only negligible average
improvements. More precisely, on the entire set one gets an
extra 0.05 dB for MED, 0.03 dB for SGAP and 0.02 dB
for GAP.
C. Mathematical Complexity
Next, we investigate the extra cost required by the local
prediction compared with the classical global LS prediction for
the same prediction context. As above, let N × M, B × B and
k be the sizes of the image, the block for predictor computation
and the prediction context, respectively. For simplicity, one
considers N = M. It should be noticed that, for common size
images, one has N >> B. In the light of the results presented
above, one has N > B 2 and B > k.
As discussed in Sect. II-B, the computation of a LS predictor
means the solving of an overdetermined system of equations,
XX v = X y. In the case of a global predictor, the sizes of
the matrix X and of the vector y are N 2 × k and N 2 × 1,
respectively. The product XX needs k 2 N 2 operations (more
precisely, k 2 N 2 multiplications and k 2 N 2 −k additions). Since
multiplications are more expensive than the additions, we take
into account only the multiplications. The product X y needs
only k N 2 operations. After the matrix multiplication step, one
gets a simple linear system of k equations with k unknowns.
The linear systems of k equations with k unknowns can be
solved at a cost of less than k 3 operations by using Gauss
Elimination, LU decomposition, etc., (see [34], [35]). Since
k 2 N 2 is considerably greater than k 3 , the cost of solving the
system can be neglected. To conclude, the cost of a global
linear predictor is of about k(k + 1)N 2 operations.
The proposed scheme computes a distinct predictor for
each pixel. Instead of solving a single large system of N 2
equations, one should solve N 2 systems extracted from the
local B × B blocks. The matrix X and the vector y are
replaced by the matrices Xi,j centered on the central pixel
and the corresponding vectors yi,j of sizes B 2 × k and B 2 ,
respectively. The product of matrices for a single system
demands k(k + 1)B 2 operations. As above, the solving of
the derived linear system can be neglected. The total cost of
computing distinct predictors becomes k(k + 1)B 2 N 2 , i.e. B 2
greater than the one of using a global predictor.
Since B ∈ [8 − 13], the proposed method appears to be of
about two orders of magnitude more complex than the classical
global predictor based reversible watermarking. For instance,
for rhombus context, since the entire prediction context is
included into the 12 × 12 block, the pixels of the first/last
lines and columns are not part of yi,j , just like the central
pixel. Thus, the matrices Xi,j contain only 99 vectors out of
the 144 of the block. The number of multiplications can be
decreased by updating the products from one block to another.
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TABLE V
AVERAGE RUNTIME ( IN S ECONDS ) FOR G LOBAL AND L OCAL
P REDICTION R EVERSIBLE WATERMARKING ON 512 × 512
G RAYLEVEL I MAGES

One should replace the effect of the column that leaves the
block with the newly entered one. Theoretically, the updating
of the matrices product can decrease the complexity with about
one order of magnitude, from B 2 to 2B. On the other hand,
one has the burden caused by the fact that the current pixel
should not affect the computation.
While the increase of the computational complexity seems
considerable, it should be noticed that the cost is still affordable. Thus, the average execution time of the proposed
reversible watermarking scheme on a standard 512 × 512
graylevel image using the rhombus context is 12.691 seconds
for the Matlab implementation and 0.554 seconds for the
C++ one (using GCC 4.8 of the GNU compiler collection).
These results were obtained on a common computer with Intel
Core2 Duo E7600 processor at 3.06 GHz, 2 GB MB of RAM
and a 64 bit operating system. The average running time for
the different local/global predictors are presented in Table V.
The local prediction is computed on blocks of sizes 12 × 12
(rhombus), 8 × 8 (MED), 10 × 10 (SGAP), 13 × 13 (GAP).
V. C ONCLUSION
The use of local prediction based reversible watermarking
has been proposed. For each pixel, the least square predictor in
a square block centered on the pixel is computed. The scheme
is designed to allow the recovery of the same predictor at
detection, without any additional information.
The local prediction based reversible watermarking was
analyzed for the case of four prediction contexts, namely
the rhombus context and the ones of MED, GAP and SGAP
predictors. The appropriate block sizes have been determined
for each context. They are 12 × 12 (rhombus), 8 × 8 (MED),
10 × 10 (SGAP), 13 × 13 (GAP). The gain obtained by
further optimization of the block size according to the image
is negligible.
The results obtained so far show that the local prediction
based schemes clearly outperform their global least square
and fixed prediction based counterparts. Among the four local
prediction schemes analyzed, the one based on the rhombus context provides the best results. The results have been
obtained by using the local prediction with a basic difference
expansion scheme with simple threshold control, histogram
shifting and flag bits.
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